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In the Milky Way, billion-star observations have opened avenues to study the complex interplay between
processes that build disk galaxies. The Sun’s position in the Galactic disk allows us to observe a large
number of stars, but these observations only cover a part of the disk. Additionally, the data are noisy,
high-dimensional, and heterogeneous, making it challenging to model processes underlying the Milky
Way. This thesis tackles these challenges by bridging the gap between astrophysics and statistics, and
developing novel data-driven tools that guide models of formation and evolution of the Galactic disk.
Stars encode information about their origins in their age and chemical properties. Estimating the
age-metallicity (or age-abundance) structure of stars across the Galactic disk thus allows us to decode
its history of star formation, chemical enrichment, dynamical evolution, and accretion. To obtain this
structure, | develop two innovative methods that improve the accuracy and/or precision of current
chemical abundance and age estimates of red giant stars. First, | extract the low-dimensional component
of APOGEE spectroscopic data that is intrinsic to stars from that due to systematics. Combining
this intrinsic component with simulation-based Bayesian inference, | e ciently and accurately estimate
chemical abundances of red giants. Second, | develop a novel frequency analysis method for asteroseismic
data that tackles statistical issues faced by current methods, and helps estimate high precision ages of
Kepler giants with e ciency greater than the state-of-the-art. Using the chemical and age information
of stars, | study the origin of the chemical bimodality of the two-component disk of the Milky Way,
traditionally referred to as the thick and thin disks. The results suggest that the two disk components
form sequentially, with the high- disk forming in the early turbulent phase of the Galaxy and the low-
disk in the later quiescent phase. Further, | estimate the correlation between stellar age and metallicity
across the two-component disk using distances from the Gaia satellite, and nd evidence for strong

spiral-driven radial migration in the low- disk.
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Chapter 1

Introduction

1.1 Milky Way as a model galaxy

Galaxies are the fundamental building blocks in the structure of the Universe. They are built in a
chaotic process of hierarchical merging (White & Rees, 1978; Navarro et al., 1997) and gas accretion
from the cosmic web (Keres et al., 2005) alongside continued star formation (Shu et al., 1987), chemical
enrichment (Burbidge et al., 1957), secular orbit evolution (Sellwood & Binney, 2002), and feedback
(Dekel & Silk, 1986; Magorrian et al., 1998). Amidst this complexity form elegant structures in the
stars, gas, and dark matter that make up galaxies, and these structures allow us to decode the disarray
of mechanisms underlying them.

Approximately half of the stars in the Universe live in disk galaxies whose bulk parameters (e.qg.,
stellar mass and size) are similar to our own Milky Way (Mo et al. 1998; see also the reviews by Rix
& Bovy 2013; Bland-Hawthorn & Gerhard 2016). This makes our Galaxy an archetype for studying
galaxy formation and evolution. In addition, our vantage point in the Milky Way makes it the only
galaxy in which we can estimate 6-dimensional phase-space coordinates (i.e., positions and velocities),
chemical abundances, and ages on a star-by-star basis. In the last three decades, all-sky surveys have
increased observations of stars from a few hundred (e.g., Edvardsson et al., 1993) to over two billion (Gaia
Collaboration et al., 2022), revealing multi-dimensional maps of previously unseen parts of the Galaxy.
Along with stars, surveys of the Galaxy include other tracers such as gas and dust. Thus, our Galaxy
provides opportunities to compare theoretical models of galaxy evolution with detailed observations of
a \typical" galaxy.

Despite the abundance of observational data in the Milky Way, modeling its evolution is a herculean
task due to three main reasons. First, the Sun is embedded near the mid-plane of the disk at a distance
of 8 kpc from the center (Kerr & Lynden-Bell, 1986; Bland-Hawthorn & Gerhard, 2016). Most of
the Galactic stars are in the disk, but our position makes it di cult to observe its overall structure *.
Second, stars across the Galaxy are distant and their visible light is obscured by interstellar dust. This is
partially resolved by observing in several wavelengths using di erent instruments and telescopes. Third,
observations of the Milky Way represent its present state from which we need to infer its past as well as
future. The timescales over which stars orbit the Galaxy are on the order of hundreds of Myr ( 220 Myr
for the Sun; Bland-Hawthorn & Gerhard 2016); these dynamical times indicate that evolution within

1\l don't see the true face of Mountain Lushan because | myself am on the mountain" - Su Dongpo, Song dynasty
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the gravitational potential is slow, and therefore, hard to model.

In summary, the available data are noisy, heterogeneous, and high-dimensional yet provide limited
underlying information about the Milky Way. These issues present challenges in estimating the dis-
tribution of stellar properties in the Galaxy. This thesis targets the development of novel statistical
methodology to tackle three main challenges in estimating the relation between age and chemistry of
stars across the Galactic disk. The rst two challenges are the accurate estimation of ages and chemical
compositions of stars in the disk. The third challenge is the measurement of dependence between stellar
age and chemical abundance estimates for proper comparison with Galaxy models. In solving these three
challenges, we aim to answer some of the outstanding questions on the star formation history, accretion,
and dynamical evolution of the Milky Way disk. | describe these in detail in the next section.

1.2 A brief history of the Milky Way

Modeling the formation and evolution of the Milky Way has a 60-year long history. Yet, understanding
the myriad processes that shape the Galaxy remains challenging. The seminal work by Eggen et al. (1962)
(see also Mestel, 1963) presented one of the earliest models of Milky Way formation, with the Galaxy
beginning as a spherical rotating cloud of gas under gravitational collapse. As the cloud contracts,
dissipation of gravitational energy and angular momentum conservation leads to the formation of a
rotationally supported disk. Early star formation in the collapsing proto-galaxy forms globular clusters

in the stellar halo with eccentric orbits, whereas chemically enriched stars with near-circular orbits are
born in the disk. Searle & Zinn (1978) showed that such a rapid collapse of a single gas cloud does not
explain the diversity of chemical compositions, and therefore ages, of observed globular clusters, and
instead proposed that they form through an aggregation of multiple cloud fragments with independent
star formation histories.

In the late 1970s, (semi-)analytical models put the idea of gas collapse into a cosmological framework
of a dark matter halo. White & Rees (1978) developed a two-stage model where hierarchical clustering
produces a dark matter halo, which then provides a potential well for gas cooling and condensation. They
also noted the importance of feedback (e.g., supernova-driven feedback; Larson, 1974) on the e ciency of
galaxy formation, i.e., conversion of gas to stars in proto-galaxies. Fall & Efstathiou (1980) extended gas
collapse in dark matter halos to disk formation; they invoked tidal torques in massive halos to help the
system attain angular momentum and produce observed disk sizes. Eventually, improved models (e.g.,
White & Frenk, 1991; Kau mann et al., 1993; Mo et al., 1998) within the Press-Schechter formalism
(Press & Rybicki, 1989; Bond et al., 1991) culminated into the cold dark matter (CDM) (Blumenthal
et al., 1984) paradigm where disks form in halos that hierarchically grow through mergers (Navarro
et al., 1997).

The standard -CDM cosmological model predicts hierarchical mass growth in galaxies (White &
Rees, 1978; Navarro et al., 1997). Large systems form through mergers and accretion of lower mass
systems. Semi-analytical models show that such a hierarchical process qualitatively explains the prop-
erties and evolution of disk galaxies in general (e.g., Somerville et al., 2008). However, to fully assess
the complex mass assembly and subsequent star formation, chemical enrichment, and dynamical evolu-
tion, we require highly sophisticated hydrodynamical simulations in a cosmological framework. These
simulations model both dark matter and baryons, i.e, gas and stars, which are in contrast with the
dark matter-only cosmological N-body simulations that do not explicitly treat baryonic physics. Thus,
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cosmological-baryonic simulations allow direct comparisons to Milky Way observations and act as tests
of Galaxy formation models. Since Katz & Gunn (1991), there has been slow and steady growth in
such simulations. Until recently, simulations did not produce galaxies with realistic sizes, morphologies,
star formation histories, etc. due in part to issues with the \sub-grid" physics (e.g., Navarro & Stein-
metz, 2000; Scannapieco et al., 2008; Oppenheimer et al., 2010). Thus, realistic galaxy simulation is a
relatively new endeavour and the resolution of simulations still remains a problem, i.e., sub-resolution
models that implement astrophysical processes (e.g., gas cooling, star formation, stellar/active galactic
nuclei feedback) result in fairly large uncertainties (refer to reviews by Vogelsberger et al., 2020; Sales
et al., 2022).

Cosmological hydrodynamical simulations are sub-divided into large volume (e.g., Illustris, EAGLE,
llustrisTNG; Vogelsberger et al., 2014; Schaye et al., 2015; Springel et al., 2018) and zoomed-in sim-
ulations (e.g., NIHAO, LATTE/FIRE; Wang et al., 2015; Wetzel et al., 2016) that focus on a region
surrounding an individual galaxy. Individual (\zoomed-in") galaxy simulations now provide Milky Way-
mass galaxies with realistic environments (e.g., Wetzel et al., 2016), and synthetic catalogues for com-
parison with Galactic observations (Sanderson et al., 2020; Wetzel et al., 2023). As yet, these simulated
galaxies do not reproduce the Milky Way, but resemble its gross properties (e.g., Stinson et al., 2013;
Grand et al., 2018; Zhou et al., 2023). Using the large volume EAGLE simulations, Mackereth et al.
(2018) show that Milky Way's abundance patterns are rare compared to a broader disk population, sug-
gesting that its accretion history is unique. Thus, several questions about its formation and evolution
remain unanswered. In the next section, | discuss the components of the Milky Way, our understanding
of the physics governing them, and how observations can guide this understanding.

1.2.1 Components of the Milky Way

The Milky Way is in many ways a typical disk galaxy. Its stars are organized into three major compo-
nents: the disk, bulge/bar, and halo, and contribute a total mass ofM? . 1 10"M (Bland-Hawthorn
& Gerhard, 2016).

1. Disk: The disk is the most characteristic and dominant of the stellar components, accounting for
about 75% of the stars in the Galaxy. It has a attened circular shape and hosts sites of active star
formation within spiral arms. Stars form in clusters in dense clouds of molecular gas, and several
such open clusters are present in the disk (Shu et al., 1987; Lada & Lada, 2003). The properties
of the disk are di cult to ascertain from our position buried in the disk. To date, estimates of
the mass, size, and overall disk structure have low precision. The mass is expected to be in the
range ofMJ =5 7 10'°M (e.g., Bovy & Rix, 2013; McMillan, 2017; Price-Whelan et al.,
2021). Additionally, the number, orientation, and star formation rate of spiral arms are a matter
of signi cant debate (Urquhart et al., 2014; Camargo et al., 2015), and thus, the discovery of arms
(Dame & Thaddeus, 2011) and revision of old ones (Xu et al., 2016) is still ongoing.

2. Bulge/Bar : The centrally-concentrated bulge of the Galaxy has a triaxial distribution (axial ratio
of [1:0.4:0.3], Grady et al. 2020), with most of it residing in a rotating bar. The inner boxy/peanut
shaped bulge extends into a longer and atter barred structure. The stellar mass in the bulge/bar
has several estimates (Licquia & Newman, 2015; Bland-Hawthorn & Gerhard, 2016; Barbuy et al.,
2018). Recent studies suggest that the mass in the barred bulge Mg 1:3 10'°M , whereas
that in the long bar and the surrounding inner diskisM; 0.5 10'°M andMj 13 10'°M
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respectively (Portalil et al., 2015, 2017). Overall, the inner. 5:3 kpc of the Galaxy contains 65%

of its stellar mass (Bland-Hawthorn & Gerhard, 2016; Barbuy et al., 2018), but its understanding

is limited since it is signi cantly obscured from our view. For example, the position and rotational
speed of the bar was disagreed upon for decades, although recent observational advances have led
to signi cant progress (e.g., Bovy et al. 2019, see also reviews by Barbuy et al. 2018; Zoccali 2019).

3. Stellar Halo: The most extended stellar component of the Milky Way is an oblate spheroidal halo
(Deason et al. 2011; Xue et al. 2015, although Hernitschek et al. 2018 and Han et al. 2022 argue for
near-spherical and triaxial ellipsoid respectively). Yet, this halo has a mass oM/ 1 10°M
(Mackereth & Bovy 2020, see also review by Helmi 2020), which accounts for only 1% of the
total stellar mass in the Galaxy. The halo mass is in the form of globular clusters and eld stars.
Most of these eld stars are the result of accretion. Also, a signi cant fraction of globular clusters
in the Galaxy are shown to be accreted (e.g., Forbes & Bridges, 2010), the rest are expected to
have formed in situ.

4. Dark Matter Halo: The stellar halo is further embedded within an extended halo ofinvisible dark
matter that encompasses most of the Galaxy's total mass (see e.g., McMillan, 2017; Eadie & Juric,
2019; Slizewski et al., 2022; Shen et al., 2022; Rodriguez Wimberly et al., 2022; Prudil et al., 2022).
This dark matter distribution is inferred through its gravitational e ects on visible baryonic matter,
and therefore, the mass estimate of the halo and that of the Galaxy is highly uncertain (refer to
Sawala et al., 2023, and references therein).

Note that the visible matter in the Galaxy also includes the interstellar medium (ISM) of gas and
dust, but this thesis focuses on stars as tracers of formation and evolution of the Milky Way.

A formation model of the Galaxy must explain the emergence of each component described above.
The stars in these components have distinct spatial, kinematic, chemical, and age distributions. While
di erences in these distributions suggest that the components could have their own individual formation
pathways, we expect these pathways to be intertwined.

Within the commonly-adopted hierarchical structure formation scenario, mergers play a key role in
building the dark matter and stellar halos. The debris of disrupted dwarf galaxies account for most
of the stellar mass in the halo. Using the second data release of th@aia mission, Mackereth & Bovy
(2020) show that 30 50% of this accreted mass could be the remnant of a massive dwarf galaxy,
the Gaia-Enceladus/Sausage (GE/S; Belokurov et al., 2018; Helmi et al., 2018), that merged during the
early turbulent phase of the Milky Way. Some studies show that there are possibly other progenitor
dwarfs that were cannibalized by the Galaxy in its early phase (Barla et al., 2019; Kruijssen et al.,
2019). Thus, the stellar halo is made up of very metal-poor old stars; some of them formed in-situ, but
most of them were accreted from satellites.

Early massive mergers and accretion of dwarf galaxies could also trigger the emergence of the bulge.
As well, the bulge could form through internal or secular evolution, e.g., bar and buckling instability
and/or vertically resonant stellar orbits (Combes et al. 1990; Raha et al. 1991; Athanassoula 2005, also
refer to the review by Barbuy et al. 2018).

The Eggen et al. (1962) concepts of energy dissipation and angular momentum conservation during
gas collapse could still explain the formation of the disk. However, the major di culty has been to
describe the formation of the so-calledthick and thin disks (Gilmore & Reid, 1983). Similar to the
halo and bulge, one can invoke mergers as well as satellite accretion/interactions to explain thick disk
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formation (see the models in e.g., Quinn et al., 1993; Abadi et al., 2003; Brook et al., 2004; Villalobos &
Helmi, 2008; Helmi et al., 2018; Belokurov et al., 2018). Particularly, these models predicted that thick
disks are the aftermath of either disk heating by minor mergers and satellite encounters (Quinn et al.,
1993; Villalobos & Helmi, 2008), tidal stripping and accretion of stars in satellites (Abadi et al., 2003),
accretion from massive mergers (Helmi et al., 2018; Belokurov et al., 2018), or rapid star formation
following a gas-rich merger (Brook et al., 2004). It was then proposed that thin disks could form from
gas lost by the thick disk or pristine gas from the cosmic web (Jones & Wyse, 1983; Quinn et al., 1993;
Chiappini et al., 2001). However, other external and secular processes are equally likely to have created
spatially thick and thin disks: clumpy star formation at high redshift (Bournaud et al., 2009; Clarke

et al., 2019) and radial migration (Sellwood & Binney, 2002) of kinematically hot stars from the inner
to outer disk through spiral arm and bar resonances (Schenrich & Binney, 2009; Raskar et al., 2008;
Loebman et al., 2011). | describe these scenarios in detail in the next section and show that a better
understanding of them can signi cantly constrain not only the formation of the disk, but also other
components of the Galaxy due to their interconnected formation pathways. Particularly, |1 focus on
observations of stars in the disk, and how they can guide our theoretical understanding.

1.3 Formation and evolution of the Galactic disk

In order to trace the evolution of the Milky Way disk, we need a detailed understanding of its mass
assembly, star formation history, and chemical enrichment. We can achieve this by mapping the chemical
abundances and ages of stars in the disk, since these properties help answérere and when these stars
were rst born (Freeman & Bland-Hawthorn, 2002).

It is believed that stars form in groups (or clusters) in dense clouds of molecular gas, and that the
chemical composition of the gas is imprinted onto that of the stars (Shu et al., 1987; Lada & Lada, 2003).
An assumption is that the gas in each cloud is well-mixed, and therefore, the stars that form in the gas
should be chemically similar or even homogeneous (De Silva et al.,, 2006, 2007a; Feng & Krumholz,
2014). The initial mass function dictates the mass distribution of a group of newly-formed stars, with
lower-mass stars dominating the number density (Salpeter, 1955; Kroupa, 2001; Chabrier, 2003). As
this newborn group evolves, the surface abundances of its stars do not deviate much from their birth
chemistry, with minor changes resulting from atomic di usion and dredge-up of elements produced in the
core (Michaud et al., 1984; Michaud et al., 2015). On timescales of tens of million years, the relatively
fewer but more massive stars die as core collapse (Type Il) supernovae and enrich the chemistry of the
surrounding ISM predominantly with  elements (and some iron). The occurrence of these supernovae
is considered spontaneous due to the short stellar lifetimes. On the other hand, low-mass stars evolve
for billions of years and result in white-dwarfs, which may lead to Type la supernovae when in binary
systems. These supernovae mostly produce iron peak elements and occur slowly in the grand scheme of
things.

Chemical enrichment due to the eventual fate of stars in open clusters does not necessarily occur at
the same location in the disk. Several non-axisymmetric forces in the Galaxy (e.g., spiral perturbations
and bar) move stars across the disk and disrupt open clusters (Sellwood & Binney, 2002). It is di cult
to trace this dynamical history using stellar kinematics alone, and therefore, to determine the origins
of stars. However, chemical abundancetag stars to their birth locations (Freeman & Bland-Hawthorn,
2002), which when combined with stellar ages encode information about the star formation history and
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Figure 1.1: Distribution of APOGEE DR17 disk stars in the [Mg =Fe] versus [FeH] abundance plane.
The sample is from theastroNN value-added catalog, and selection cuts are described in Chapter 4. The
chemical enrichment pathways of Type Il and Type la supernovae and the \knee" are highlighted.

chemo-dynamical evolution in the Galaxy. In this thesis, the focus is on using these properties of stars
to study the Milky Way disk.

As described above, the and iron elemental abundances provide insights into the occurrence of
Type Il and Type la supernovae, and therefore, the star formation history and chemical enrichment of
the disk. Several studies have thus investigated the distribution of stars in a plane comprised of the
ratio of abundance to iron, [= Fe], and metallicity [Fe=H]. Traditionally, = abundance is estimated as
an average of several elements, partly to improve accuracy and precision (handle systematic errors)
beyond that of single elements and to incorporate potential variations in production e ciency of di erent

elements (Wheeler et al., 1989). However, we now have improved spectroscopy and more precise
elemental abundances as well as a better understanding of chemical enrichment, and use magnesium
as a representative element of Type Il supernova enrichment (refer to Weinberg et al., 2019, for more
details).

Figure 1.1 shows the [ Fe] versus [FeH] plane for stars in the Data Release (DR) 17 of the Apache
Point Observatory Galactic Evolution Experiment (APOGEE). It plots abundances from the astroNN
value-added catalog of DR17 (Leung & Bovy, 2019a). We observe that stars of the same metallicity
([Fe=H]) have a spread, or particularly, a bimodal distribution in [Mg =Fe]. A discussion of the history
of this bimodality, and its connections to the thin and thick disk of the Milky Way is given below.
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1.3.1 The two-component disk

Figure 1.1 shows the presence of two stellar populations that are generally referred to as the highand
low- components of the disk. Ever since the discovery of an-rich group of stars in Wallerstein (1962),
several studies have observed such a chemical bimodality in the solar neighbourhood (e.g., Fuhrmann,
1998; Bensby et al., 2003; Gratton et al., 2000; Adibekyan et al., 2012; Bensby et al., 2014) as well
as across the disk of the Galaxy (e.g., Anders et al., 2014; Nidever et al., 2014; Hayden et al., 2015;
Kordopatis et al., 2015). Despite this long history, the astrophysical processes underlying this bimodality
remain uncertain.

It is generally believed that rapid star formation in the early stages of the Milky Way creates the
high- disk. This is because Type Il supernovae that occur almost instantaneously would deposit
elements and enrich the metal-poor progenitor gas; fast enrichment at low metallicity would then result
in the plateau of -enhanced stars in the [F Fe] [Fe=H] diagram. On the other hand, the low- disk
is assumed to be the result of gradual star formation following major onset of Type la supernovae,
which require timescales 1 Gyr post star formation (Wheeler et al. 1989, see also an early review by
McWilliam 1997) or more speci cally follow a t * delay-time distribution (Maoz et al., 2014). Essentially,
this disk component forms after signi cant enrichment of gas in iron, i.e., after substantial increase and
decrease in [FeH] and [ = Fe] respectively. This creates the \knee" in the [= Fe] [Fe=H] plane, whose
location is dependent on the relative enrichment by Type Il and Type la supernovae (refer to Figure
1.1). A higher rate of star formation shifts the knee to higher metallicities (Matteucci & Greggio, 1986).
However, such a simple enrichment scenario does not describe the complex form of the lowsequence
of stars and its intersection with the high- disk. We thus need to investigate other properties of these
components, the structural, kinematic, and age distributions of their stars.

The chemically-de ned disk components are often discussed in connection with the geometrically-
de ned thick and thin disks of the Galaxy. Gilmore & Reid (1983) (see also Yoshii 1982) in their
seminal work used vertical star counts (or density pro les) in the solar neighborhood to show that the
disk can be divided into thick and thin disks with scale heights of 1350 pc and 300 pc respectively.
The presence of geometrically thick and thin disks was con rmed by later observations in the Milky
Way (e.g., Jurt et al., 2008), and shown to be ubiquitous in late-type galaxies (e.g., Burstein, 1979;
Dalcanton & Bernstein, 2002; Yoachim & Dalcanton, 2006; Comempn et al., 2011). Fuhrmann (1998)
was one of the rst to show that the thin and thick disk stellar populations have distinct [Mg =Fe]
abundances, which was supported by further studies (Bensby et al., 2003, 2014). However, Schenrich
& Binney (2009) and Navarro et al. (2011) showed that stars in the thick and thin disks do not have a
clean kinematic separation, and that the high- and low- disks correspond better with the kinematically
hot and cold components respectively. Also, in a series of papers, Bovy et al. (2012a,b,c) used mono-
abundance populations (stars with similar abundances) to demonstrate that the scale lengths, heights,
and kinematics of the thick and thin disks do not match those de ned by -enrichment. The implication
was that the high- disk is more radially compact than the geometric thick disk. A similar analysis using
mono-age and mono-abundance populations con rmed that the high- and low- disks correspond to older
and younger populations respectively (Mackereth et al.,, 2017). Overall, high-resolution spectroscopic
surveys (e.g., APOGEE) solidify the idea that the dichotomy of the disk is better described by chemistry,
with a radially compact thick component of -enhanced, old, kinematically hot stars and an extended
thin component of -poor, young, kinematically cold stars (e.g., Anders et al., 2014; Hayden et al., 2015;
Bovy et al., 2016; Martig et al., 2016; Bland-Hawthorn et al., 2019). It is also established that the
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sequence of high- and low-f Fe] stars remains the same across the Galactic disk, and only the stellar
distribution in these sequences changes with position. Yet, the question of where to draw the boundary
between the two intersecting components persists (e.g., Nidever et al., 2014), and the clear existence
of such as boundary is still debated (Bovy et al. 2012a, see also analyses of large Galactic surveys by
Recio-Blanco et al. 2014; Rojas-Arriagada et al. 2014).

As described in Section 1.3, several pathways have been proposed to explain the formation of a thick
disk in addition to a thin disk. Shortly after its discovery by Gilmore & Reid (1983), ve avours of
theoretical models were shown to create the thick disk: heating (Quinn et al., 1993; Villalobos & Helmi,
2008), mergers (Brook et al., 2004; Helmi et al., 2018; Belokurov et al., 2018), accretion (Abadi et al.,
2003), internal disk instabilities (Bournaud et al., 2009), and secular radial migration (Schenrich &
Binney, 2009; Reskar et al., 2008; Loebman et al., 2011). The thin disk on the other hand was proposed
to form from gas that is either lost through stellar evolution in the thick disk or accreted from the
laments (Quinn et al., 1993). Upon chemical dissection of the two-component disk (Fuhrmann, 1998),
these models were revisited to explain the formation of the high- and low- disks that are also distinct
in their spatial, kinematic, and temporal properties.

Earlier in this section, we discussed that simple chemical enrichment is insu cient to describe the
bimodal [= Fe] of disk stars at xed metallicity. Thus, the high- and low- disks potentially have
independent star formation histories, which are di cult to reproduce with closed-box chemical evolution
models (Schmidt, 1963; van den Bergh, 1962). This has led to more sophisticated models that include
gas infall (Larson, 1972), gas radial ows (Portinari & Chiosi, 2000), and radial strati cation of the disk
into evolution zones depicting \inside-out" formation (e.g., Larson, 1976; Tinsley, 1980; White & Frenk,
1991).

Cosmological simulations now suggest that the disk forms in an inside-out, upside-down manner
(Stinson et al., 2013; Bird et al., 2013; Minchev et al., 2014), with a radially compact and vertically
extended component of old stars forming before a radially extended and vertically compact component
of young stars. Some studies also predict that a radially compact thick component can form through
gas-rich mergers (Brook et al., 2004; Brook et al., 2007). There are now several analytic models and
simulations that have the potential to explain the chemical bimodality of the disk. Two of these, the
two-infall (Chiappini et al., 2001) and radial migration models (Sellwood & Binney, 2002; Schenrich &
Binney, 2009) have garnered attention over the last two decades. Recent simulations show that two
other models based on clumpy star formation (Clarke et al., 2019) and a gas-rich merger (Buck, 2020) at
high redshift can form the two-component disk. | classify these models into ex-situ and in-situ formation
scenarios based on whether they invoke external and secular astrophysical processes respectively, and
describe them as follows.

Ex-situ formation

1. Two-infall of pristine gas: Chiappini et al. (1997, 2001) were the rst to present a two-phase an-
alytical model that forms stars in chemically and spatially distinct disk components. It includes
two main episodes of gas infall and star formation. Following the rst infall, rapid star formation
results in enrichment by Type Il supernovae, which forms the high- disk. Then, a quenching
process stops star formation from proceeding, and over time Type la supernovae enrich the uncon-
sumed gas with iron. Finally, a second episode of gradual gas accretion and star formation results
in the low- sequence.
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2. Interruption of star formation by a gas-rich merger: Similar to the above model, the Buck (2020)
simulations invoke two stages of star formation. First, stars form rapidly in a high- disk in the
early Galaxy. Star formation in this disk is then interrupted by a gas-rich merger that provides
metal-poor gas and dilutes (or \resets") the ISM metallicity at near constant [ = Fe]. Then, a
second stage of gradual star formation produces the low- disk. Buck et al. (2023) come to a
similar conclusion showing that early massive mergers such as the GE/S in our Galaxy can supply
fresh gas to form a low- disk. Note that this model is di erent from that in Brook et al. (2004);
here, the gas-rich merger leads to subsequent formation of the low-disk, whereas that in Brook
et al. (2004) and Brook et al. (2007) forms a thick disk in the Galaxy (see also Grand et al. 2018,
2020; Orkney et al. 2022; Ciua et al. 2023, who suggest GE/S merger scenario is consistent with
thick disk formation).

In-situ formation

1. Radially stratied star formation and radial migration: Schenrich & Binney (2009) (see also
Sharma et al. 2021) propose that continuous star formation can reproduce the chemical bimodality
of the disk. Here, star formation occurs at di erent rates in radially strati ed zones, with rapid
star formation closer to the Galactic centre. Alongside, the star-forming gas and stars migrate to
adjacent radial zones (Sellwood & Binney, 2002). Therefore, di erent stellar populations following
di erent tracks in the [ = Fe] [Fe=H] plane can co-exist at the same position in the disk. The
bimodality is the end result of metal-rich high-[ = Fe] stars moving from the inner to outer disk,
and low-[ = Fe] stars moving inwards.

2. Clumpy star formation at high redshift: In this model, star formation occurs in an early disk that
is rich in turbulent and clumpy gas (Clarke et al. 2019, see also Bournaud et al. 2009). These
clumps have a high star formation rate and rapidly enrich the disk to form the high- stars. At
the same time, star formation is distributed in the rest of the disk, which produces the low- disk.
Such clumps have been observed in galaxies at high-redshift, which provides observational support
for this model (e.g., EImegreen & Elmegreen, 2006).

Note that some recent work illustrates that -enhanced stars in the disk and those in the bulge
have similarities in abundances, structure, and kinematics (e.g., Bensby et al., 2010; Ryde et al., 2016;
Bovy et al., 2019), indicating that these stars may have similar origins (Alves-Brito et al., 2010). Also,
Belokurov et al. (2020) show that a halo-like component comprised of metal-rich stars with highly
eccentric orbits called the Splashis connected to the high- thick disk; they suggest that these stars
formed in the Galactic proto-disk before a massive merger altered osplashedtheir orbits. Thus, the
formation of the high- disk in the above models is intimately linked to the bulge as well as the halo.

In order to a rmatively state that the Galactic disk was formed by one of the many plausible models,
we needaccurate and precise ages of stars across the diskges help determine whether the high- and
low- disks formed sequentially or continuously. If sequential, then ages can pinpoint the epoch at which
the transition between the components occurs. The timing of the transition can be a litmus test for
whether gas infall or a merger such as the GE/S caused the formation of the low- disk. Particularly,
we need to chronologically order the early events of the Milky Way by dating stars in the chemical
thick and thin disk as well as those in the in-situ halo and merger remnants. However, ages of old stars
are notoriously di cult to estimate, although recent studies have made signi cant progress due in large
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parts to improved observational data and estimation methods (refer to section 1.4 for more details). In
particular, the analysis in Miglio et al. (2021) shows that the mean age of the high- disk is 11 Gyr.
Also, Gallart et al. (2019) propose that geometric thick disk stars form early in the Galaxy, with a boost
in star formation 9.5 Gyr ago. In addition, they and Montaltan et al. (2021) date the accretion of the
GE/S merger to be around 10 Gyr ago. However, the results in Chaplin et al. (2020) indicate that the
merger could have started even earlier. Wu et al. (2023) estimate that the the rst stars that form in the
low- disk are about 95 Gyr old. Despite these improved timing estimates, the question of whether the
ages of stars in the two disks have an overlap and if they are tied to the GE/S accretion still remains.
Further improvements in ages of a large number of stars, and better selection criteria of GE/S merger
remnants could help solve this problem (Lane et al., 2022). If the two disks formed continuously, ages
again help determine how the distinct properties of the disks are developed. For example, in the case of
the radial migration model, it is still unclear if its continuous star formation can reproduce the observed
age variation in the disks and the thickness of the high- disk (Minchev et al., 2012; Kawata et al.,
2016). This issue could be resolved by reducing age uncertainties of highstars.

More detailed tests of the disk formation models are also possible with better stellar ages. For
example, the two-infall model currently struggles to reproduce the wide age range of the very metal-rich
stars, which are consistent with kinematics of the thin disk (Trevisan et al., 2011; Anders et al., 2017).
Precise age estimation of these metal-rich stars could potentially alleviate this problem.

In summary, chemical abundances tell us about where stars are formed in the Galaxy, but stellar
ages allow us to disentangle the detailed temporal evolution of the Milky Way. In the next section, |
discuss the age-abundance, particularly age-metallicity, structure as a way to further understand the
two-component disk.

1.3.2 Age-metallicity structure of the disk

Ages and chemical abundances of stars together provide ways to understand the assembly history and
chemo-dynamical evolution of the Galaxy. Figure 1.2 shows the age-metallicity structure of stars in the
Milky Way disk. These stars are colour coded by [MgFe], showing that the high-[Mg=Fe] stars are
generally older than those with low-[Mg=Fe]. We also see that stars have a wide range of ages at xed
[Fe=H], i.e., there is a spread in the age-metallicity relation of the disk.

Simple one-zone models of Galaxy evolution do not reproduce this relation, which was rst observed
in the solar neighbourhood by Twarog (1980) and Edvardsson et al. (1993). These models predict a
strong negative correlation between ages and metallicities of stars at all radii in the Galaxy, i.e., old stars
and young stars should be metal-poor and metal-rich respectively. Over the last three decades, several
studies have con rmed the spread in age-metallicity near the Sun (e.g., Casagrande et al., 2011), as well
as beyond the immediate solar neighbourhood (e.g., Feuillet et al., 2019). These studies show that the
spread is independent of observed stellar types, age estimation methods, and sample sizes (e.g. Bensby
et al., 2014; Hayden et al., 2015; Feuillet et al., 2016; Nissen & Gustafsson, 2018).

Stars have been forming in the disk of the Milky Way for the last 10 - 12 Gyr (refer to the review by
Freeman & Bland-Hawthorn, 2002). Wu et al. (2023) estimate that the oldest low- disk stars are about
9:5 Gyr old, which is consistent with the expectation that geometric thin disks of galaxies form during a
quiescent period (the last 8 Gyr) following an epoch of mergers (Brook et al., 2004; Robertson et al.,
2006). In this period, the dynamical history of the low- disk is dominated by internal processes. Non-
axisymmetric forces from giant molecular clouds and spiral arms are capable of changing the structure
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Figure 1.2: Distribution of APOGEE DR17 disk stars in the [Fe=H] versus age plane, colour coded by
[Mg=Fe]. The sample is the same as in Figure 1.1.

of stellar disks. These forces can lead to changes in a star's orbit in two di erent ways: (1) change in the
angular momentum L, of the orbit without associated change in shape/eccentricity and vertical extent;
(2) change in the eccentricity and/or vertical extent of the orbit. The former is called radial migration,
and is emphasised by Sellwood & Binney (2002) as the mechanism that can signi cantly change the
stellar metallicity gradient of the low- disk. This process can also explain the age-metallicity spread of
the disk. | describe radial migration in more detail below.

Radial migration

Until the early 2000s, models of geometric thin disk formation and evolution assumed that stars are rst
born on near-circular orbits, but become more eccentric over time due to non-axisymmetric perturbations
such as spiral arms or bars; essentially, they thought that the mean radii of stellar orbits did not undergo
signi cant changes (Chiappini et al., 1997). The analytical model in Sellwood & Binney (2002) challenged
this assumption. They showed that when stars co-rotate with a transient spiral, they can move across
the disk while remaining on near-circular orbits. The following equation describes such radial migration
of stars. It relates changes in angular momentum L, to those in radial action (or motion) Jgr of a
stellar orbit due to a non-axisymmetric spiral perturbation with pattern speed .

Jr = P L, (1.1)
'r
Here,! r is the radial and is the azimuthal angular frequency of the orbit. We see that when the star
is caught in the co-rotation resonance of the perturbation = |, changes inL, are associated with no
change inJg. Thus, nearly circular orbits, which generally describe the motion of young stars in the
plane of the disk, undergo largel , variations at co-rotation resonance without corresponding increase
in Jr. This implies that their random energy or eccentricity/vertical extent does not increase, and they
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result in near-circular orbits that have migrated radially from their birthplaces.

Radial migration is also supported by simulations (e.g., Reskar et al., 2008). We now know that both
spiral perturbation and bar resonances can lead to such behaviour of stellar orbits (Minchev & Famaey,
2010). Recent studies show that radial migration of stars helps reproduce the age-metallicity spread
and other chemical behaviour of the low- disk (e.g., Frankel et al., 2018; Feuillet et al., 2019; Frankel
et al., 2020). This can be explained by invoking the negative metallicity gradient of the ISM (Schenrich
& Binney, 2009). Particularly, if stars at a certain radius in the disk move inwards, they move towards
more metal-rich environments (and vice versa). Thus, at any given radius in the disk, you would expect
to see stars of the same age with di erent metallicities.

Overall, radial migration is known to be an important secular process in the low- disk, but its
e ciency is still unknown due to challenges described in the next section.

Estimation challenges

A precise age-metallicity relation of the low- disk can help constrain the e ciency of radial migration.
Frankel et al. (2020) (see also Frankel et al. 2018) model stellar migration and estimate its strength in
the chemical thin disk over the last 8 Gyr to be rus = 3:6kpc =8, where is the stellar age in
Gyr. However, their analytic model makes several simplifying assumptions and is only t to a limited
portion of the Galactic disk. Thus, there is a need to estimate this relation across the Milky Way disk
and compare it with more comprehensive radial migration models.

The age-metallicity relation of the high- disk can support or refute theories of its formation. It is
generally believed that this disk is formed early in the Galaxy from a well-mixed radially compact cloud
of gas, and therefore does not exhibit much variation in chemical abundances across the disk (Haywood
et al., 2013; Xiang & Rix, 2022).

In addition to reproducing the age-metallicity structure of the disk, radial migration has been shown
to potentially create the bimodality of the disk (refer to Section 1.3.1). If radial migration does in fact
produce the two-component disk of the Milky Way, it could be a ubiquitous feature in disk galaxies (an
alternative argument is presented in Mackereth et al., 2018). Thus, any constraint on its e ciency will
signi cantly improve our understanding of the two-component Galactic disk.

There are three main challenges in estimation of the age-metallicity relation across the Galactic disk.
The rst challenge is the accurate estimation of chemical abundances of stars. While the precision of
abundances has drastically increased with the advent of high-resolution spectroscopic surveys 0:1 dex
for most elements in APOGEE), several observational and theoretical systematics (e.g., instrumental
issues or missing physics) a ect the accuracy of results. Additionally, spectroscopic data are high-
dimensional, which generally makes Bayesian inference of abundances computationally expensive.

The second and main challenge is the determination of accurate stellar ages of evolved FGK type
eld stars, since one cannot estimate ages without invoking model-dependent or empirical methods (see
the review by Soderblom, 2010). Red giant stars in particular are luminous and observable to large
distances, making them the primary targets of large spectroscopic surveys. Isochrone tting matches
surface properties of stars with theoretical stellar evolutionary tracks in the colour-magnitude diagram
to estimate ages of subgiant stars within 1 Gyr (J rgensen & Lindegren, 2005; Haywood et al., 2013;
Bensby et al., 2014). This technique has been extended to include giant stars using precise distance
measurements and high-resolution spectroscopy but still su ers from large uncertainties (Feuillet et al.,
2016). In constrast, asteroseismology probes stellar interiors to provide 10-20% precision age estimates
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for dwarfs and giant stars using observations from e.g., the Kepler (Borucki et al., 2010; Koch et al.,
2010) mission. However, the irregular sampling and noise properties of asteroseismic time-series data
present challenges for deriving stellar ages. Also, high-resolution spectroscopic observations of stars
outnumber asteroseismic observations by almost an order of magnitude.

We can already observe some issues with age estimation in Figure 1.2. We see that the ages of high-
stars only go up to about 10 Gyr, even though we expect these stars to be older (Miglio et al., 2021).
These ages are from theastroNN catalog of APOGEE DR17, which estimates spectroscopic ages by
training a deep neural network on asteroseismic ages (Leung & Bovy, 2019a).

The third and nal challenge is to decode the age-metallicity distribution of stars in the Galactic disk
in a way that allows accurate inference of the e ciency of radial migration. This requires extraction of
the dependence structure of stellar age and metallicity using sophisticated statistical methods, which |
describe in more detail in Section 1.5. In the section, | also show that this thesis aims to tackle the three
challenges identi ed here to estimate the spatial distribution of stellar age-metallicity in the disk.

Before | dive into the statistical methodology introduced in this thesis, | rst brie y describe the
Galactic surveys | use for my analyses.

1.4 Galactic Surveys

Individual observations of stars allow us to understand their detailed properties. However, in order to
understand the Milky Way as a whole, we need a wealth of stellar observations that cover large parts
of the Galaxy. Surveys of the Milky Way have now entered the Big Data regime, and improvements in
guantity are accompanied by those in quality and scope. Thus, traditional theory-based methodology
has now evolved into the modern data-driven landscape of Galactic astrophysics.

The largest survey of the Galaxy to date was conducted as part of the Gaia mission (Gaia Col-
laboration et al., 2016). Particularly, its DR3 (Gaia Collaboration et al., 2022) combines photometric
and astrometric data to provide (G) magnitudes for about 1.8 billion sources and colour (Gp , Grp )
plus full astrometric solutions (5 parameters) for 1.5 billion sources. Gaia DR3 also includes spec-
troscopic observations for 220 million sources, which were added as complementary data products in
this release. The inclusion of spectroscopy was to obtain more extensive measurements, and therefore,
measure properties of stars in the Galaxy that were previously unavailable in Gaia. However, the sheer
number of spectroscopic observations (219 million out of 220) was possible due to low resolution. High-
resolution observations require longer integration times than that of Gaia, but provide precise estimation
of chemical abundances of stars.

Recent wide- eld spectroscopic surveys provide medium- to high-resolution spectra of 10° stars
spread over di erent components of the Galaxy. These include the APOGEE (Majewski et al., 2017),
GALAH (De Silva et al., 2015), and Gaia-ESO (Gilmore et al., 2012) surveys. The ongoing and future
SDSS-V (Kollmeier et al., 2017), WEAVE (Dalton et al., 2012), MOONS (Cirasuolo et al., 2014), and
AMOST (de Jong et al., 2019) surveys will further increase the number of stellar spectra to millions.
This thesis utilizes the APOGEE survey, which | describe in more detail in Section 1.4.1.

While spectroscopy provides a direct view of the surface abundances of stars, asteroseismology probes
their very interiors through studies of stellar oscillations. These studies allow some of the most precise age
estimates of solar-like and red giant stars through photometric time-series observations. Recent space-
based asteroseismic (and exoplanet detection) surveys such as Kepler (and K2; Borucki et al. 2010; Koch
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et al. 2010; Howell et al. 2014), TESS (Ricker et al., 2015), and the upcoming PLATO mission (Rauer
et al., 2014) provide multiple year-long, high-precision photometric data of stars. Section 1.4.2 describes
the Kepler survey used in this thesis.

In Section 1.4.3, we brie y describe the Gaia mission, through which we obtain positions of stars
across the Galaxy. Overall, the APOGEE, Kepler, and Gaia data enable us to estimate the spatial
distribution of the stellar age-metallicity relation of the Galactic disk.

1.4.1 APOGEE spectroscopy

The chemical compositions of stars can be estimated by observing the many absorption lines present in
spectroscopic observations. This thesis makes use of the APOGEE spectroscopic data (Majewski et al.,
2017) of the Sloan Digital Sky Survey-1V (SDSS-IV; Blanton et al., 2017) to measure stellar parameters
and elemental abundances in the Galactic disk.

APOGEE is a high-resolution (R 22,500) and high signal-to-noise ratio ¥ 100) spectroscopic survey
of the Galaxy in the near-infrared (1.51 to 1.70 m). It simultaneously observes multiple targets using
300- ber spectrographs (Wilson et al., 2019) mounted on the Sloan Foundation (Gunn et al., 2006) and
du Pont (Bowen & Vaughan, 1973) 2.5m telescopes, which are located at the Apache Point Observatory
and the Las Campanas Observatory respectively. The observations mostly include stars in the Milky
Way that cover all the major components of the Galaxy, with a focus on populations obscured by dust
in the disk and the bulge. The stellar spectra allow accurate estimation of radial velocity, atmospheric
parameters, and most importantly 15 elemental abundances with 0.1 dex precision. Thus, this survey
was built to map the large-scale chemical distribution of stellar populations in the Milky Way, thereby
solving some of the fundamental problems in Galaxy formation.

In Chapter 2, | use APOGEE data released as part of the public DR14 of SDSS-IV (Abolfathi et al.,
2018), which includes spectroscopic data for over 263,000 stars (Holtzman et al., 2018; Jensson et al.,
2018). The analysis in Chapter 4 makes use of the latest DR17 of SDSS-IV (Abdurro'uf et al., 2022).
Spectra for a total of 657,000 stars are present in DR17.

APOGEE repeatedly observes or \visits" its targets and collects stellar spectra, which are then
corrected for radial velocity and combined into a single spectrum. These combined spectra and the
individual visits are included in the data releases. Nidever et al. (2015) and J. Holtzman et al. 2023,
in preparation describe the software pipeline for reducing the raw data to calibrated and combined
one-dimensional spectra with proper sampling. Using these combined spectra, the APOGEE Stellar
Parameter and Chemical Abundances Pipeline (ASPCAP; Garca Rerez et al., 2016) estimates stellar
parameters and chemical abundances for the stellar targets of the survey. These estimates are also
included in the releases. In addition to ASPCAP, estimates from value-added catalogs are available, e.g.,
the astroNN catalog of stellar parameters, abundances, distances, and ages (Leung & Bovy, 2019a,b;
Mackereth et al., 2019a).

In Chapter 2, | develop a new statistical method that estimates more accurate chemical abundances
using the APOGEE combined spectra, whereas in Chapter 4, | primarily work with the astroNN catalog
to examine the chemical and age-chemical structure of the Galactic disk.
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1.4.2 Kepler asteroseismology

Some of the most precise estimates of stellar mass, radius, and age, are possible due to asteroseismic data
| high-precision photometric observations of stars over time. Designed to detect Earth-sized exoplanets,

the Kepler space telescope provides such time-series observations, and therefore, also provides exquisite
data for asteroseimology. Kepler was launched in 2009, and during its four year operation measured
brightness variations of 200,000 stars in a eld of 105-square degrees in the direction of Cygnus and
Lyra (Borucki et al., 2010; Koch et al., 2010). Most of the observed stars are solar-type and red-giant
stars. The Kepler Asteroseismic Science Consortium has conducted an asteroseismology program that
provides multi-year observations of such targets (KASC; Kjeldsen et al., 2010).

Kepler observations or light curves are divided into quarters Q0{Q16 of 3 months duration, and
have a long-cadence (29.4 minutes) and short-cadence L minute) mode (Jenkins et al., 2012). Data
downlinks occur at each spacecraft roll between quarters and at 30 day intervals within each quarter.
The data are sampled evenly in time onboard the spacecraft, but the sampling becomes slightly irregular
when the time stamps are converted into Barycentric Julian Date (BJD).

In Chapter 3, | develop a novel frequency analysis method to better estimate frequencies (and other
parameters) of stellar oscillations using the Kepler light curves, which should improve stellar mass,
radius, and ages estimates. Note that | use the raw light curves, and apply pre-processing techniques as
done in Springford et al. (2020).

1.4.3 Gaia astrometry

The revolutionary Gaia space mission (Gaia Collaboration et al., 2016) was launched in 2013. Its DR3
released in 2022 (Gaia Collaboration et al., 2022) includes photometric observations of approximately 1.8
billion sources, with 5-parameter astrometric solutions (sky positions, parallaxes, and proper motions)
for about 1.5 billion of them. The goal of this mission was to map the three-dimensional structure of
the Milky Way to further our understanding of its formation and evolution; its latest release indeed
provides the largest and most precise map to date, covering about 2 billion stars out of 100 billion in
our Galaxy.

While this thesis does not directly work with phase-space information, it requires distance estimates
to understand how the age-abundance relation of stars in our data sample varies across the Galactic
disk. Leung & Bovy (2019a) estimate precise distances to stars in APOGEE (and APOKASC) using
Gaia Early Data Release 3 (EDR3; Gaia Collaboration et al., 2021); these distances are available in the
astroNN catalog. | use this catalog for the analyses in Chapter 4.

1.5 Innovations in Statistical Methodology

Despite recent advances in theory and data (refer to Sections 1.3 and 1.4), understanding the evolution
of the Milky Way disk remains challenging because

1. physically-motivated models are complex and often numerically driven
2. observations are heterogeneous, noisy, high-dimensional, and cover limited parts of the disk

These challenges imply that integrating spectroscopic, asteroseismic, and astrometric data of a large
number of stars across the disk and comparing them with simulated data is not straightforward. Instead,
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studies analyze localized, high-precision samples of stars and infer properties of only a small fraction of
the disk, e.g., the neighbourhood of the Sun. To address this limitation in analysis, we develop robust
data-driven methods to estimate accurate and precise chemical abundances and ages of stars in di erent
parts of the Milky Way disk. Sections 1.5.1 and 1.5.2 motivate the development of these data-driven
methods. In Section 1.5.3, we show that data-driven methods also help understand the true dependence
between stellar age and chemical abundances in the Galactic disk, thereby decoding its formation history.

1.5.1 Chemical abundance estimation of stars

Traditionally, the chemical compositions of stars are inferred by comparing spectroscopic observations
with theoretical models of stellar photospheres. Such standard inference procedures su er from the fact
that the observations and theory are not consistent, i.e., there is asynthetic gap between data and
models which we need to surpass in order to exploit their full potential (e.g., O'Briain et al., 2021). This
gap occurs due to the following issues. On the observational side, instrumental/extrinsic factors add
systematic errors to estimates of abundances. An example of instrumental errors in APOGEE is persis-
tence in the detector, whereas that of extrinsic features is absorption/emission of certain wavelengths by
complex molecules in the ISM (Zasowski et al., 2015) or by the Earth's atmosphere. Also, observations
have O(10;000) wavelengths, i.e., they are high-dimensional as compared to the models that have 10
- 40 parameters. On the theoretical side, modeling stellar photospheres is computationally expensive
and current models are still incomplete due to missing atomic/molecular data. Thus, several authors
have developed data-driven methods based on dimensional reduction and neural networks for abundance
estimation. However, these methods still su er from systematics in the data (e.g., Price-Jones & Bovy,
2018) and/or rely on high-quality samples of model-derived abundances (e.g., Ness et al., 2015; Leung
& Bovy, 2019a). In this section, | discuss how one can tackle both data dimensionality and systemat-
ics, without relying on theoretical models. The reduction of dimensionality and removal of systematics
lead to more e cient and accurate inference of abundances, particularly with state-of-the-art Bayesian
approaches, which | also discuss here.

Intrinsic, low-dimensional chemical structure

To estimate stellar parameters and chemical abundances, one can t models of stellar photospheres to
noisy, high-dimensional spectroscopic data. However, as described above, complex systematics such as
persistence in the detector make it di cult to perform such direct ts. The dimensionality of a spectrum

on the order of 10* wavelengths makes tting even harder, since we do not fully understand which
parts of the spectrum provide useful stellar information and which ones can be safely discarded. Thus,
modern analyses need to extract the components of spectral data intrinsic to the stars from that due to
systematics.

Even though the extraction of intrinsic spectral information is important, only a few recent studies ex-
plore this idea (e.g., Ting et al., 2012b; Andrews et al., 2017; Ting & Weinberg, 2021). A notable example
is Price-Jones & Bovy (2018), who apply expectation maximized principal component analysis (EMPCA,;
Dempster et al., 1977; Roweis, 1998) directly to APOGEE spectra and nd that a maximum of 10 com-
ponents are required to characterize the embedded chemical structure. However, the low-dimensional
spectral data in these studies is signi cantly impacted by systematics. To tackle this problem, | apply
functional PCA (Ramsay & Silverman, 1997), a method that improves upon the shortcomings of PCA
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and EMPCA, and extracts the intrinsic, low-dimensional structure embedded in APOGEE spectroscopic
data, thereby allowing accurate inference of stellar parameters and abundances. In the next section, |
describe how we perform such inference using the low-dimensional structure.

Likelihood-free inference

A stellar photospheric model simulates the spectrum of a star using parameters such as e ective tem-
perature, surface gravity, and chemical compositions. In order to infer these model parameters given
an observed spectrumd, we can apply the Bayes' rule as follows

pdj )p()
p(d)

Here, the rst term is the posterior probability distribution function, which is proportional to the
likelihood p(d j ) and the prior p( ). The likelihood tells us how likely is the data to be sampled
from a model, and the posterior combines this likelihood with any prior information on the model
parameters. For most complex astrophysical processes such as those governing stellar photospheres, the
likelihood function is intractable, i.e., computationally infeasible to estimate. Therefore, studies usually
assume a simple form for the likelihood, e.g., a Gaussian distribution as is done in the? minimization
method. This led to the development of likelihood-free inference techniques, in which one can forward
model (or simulate) data to approximate an intractable likelihood (e.g., Tavae et al., 1997). These
techniques are also called simulation-based methods, since they use a stochastic model to simulate data.

p( jd)= (1.2)

Traditional approaches to likelihood-free inference are generally based on Approximate Bayesian
Computation (ABC) (Tavae et al., 1997). Bovy (2016) develop a method using ABC to estimate the
dispersion in chemical abundances of stars in open clusters. Their motivation behind using ABC was
that the likelihood of stellar spectra is generally unavailable because of the lack of an accurate model of
spectral noise. However, the drawback of ABC is that it is computationally expensive, especially when
the data is high dimensional.

Recently, there has been signi cant progress in the statistical literature on neural network-based
likelihood-free inference techniques (Papamakarios & Murray, 2016; Lueckmann et al., 2017; Papamakar-
ios et al., 2019; Lueckmann et al., 2019; Hermans et al., 2020; Durkan et al., 2020) that are highly e cient.
| use one of these methods called sequential neural likelihood in this thesis, to accurately and e ciently
infer the chemical abundances of stars in APOGEE. This method is used in combination with the
dimensionally-reduced intrinsic spectroscopic data discussed in the previous section to further improve
accuracy and e ciency of estimation.

1.5.2 Age estimation of stars

Stars oscillate in much the same way as musical instruments, but at several closely-spaced frequencies.
These oscillations are captured using high-precision photometric time-series observations of stars. Anal-
ysis of these observations in the Fourier domain allows us to estimate oscillation frequencies, which can
be compared with models of stellar structure and evolution. Such modeling estimates mass, radius, and
ages of solar-like and red giant stars with 3%, 1%, and 10% precision. However, this precision is
highly dependent on how well we can estimate the frequencies of stellar oscillations. We describe this in
brief as follows.
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Oscillations in the Sun and other solar-like and red giant stars are calle¢ or acoustic modes, since
pressure uctuations drive these modes. In spherically symmetric stars, we can express the p-modes
using spherical harmonics and wave numbers;|; m, i.e., the radial order, angular degree, and azimuthal
order respectively. Following the asymptotic theory for low-degree high radial order modes, we can
approximate their frequencies to second order (ignoring them = 0 wave number) as
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is the inverse of the time it takes for sound to travel twice between the stellar centre and the surface,
i.e., cs and R represent the speed of sound and the radius of the star, respectively. The rst-order term
includes the coe cient , which is is dependent on the cavity (or stellar surface) boundary conditions,
whereas the second-order term include#, which is given by
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and B, a correction term that is dependent on the boundary conditions of the star.

in Equation (1.4) is often called large frequency separationsince it represents the approximate
even spacing between consecutive modes of saingefer to Aerts et al., 2010, for more details). Equation
(1.4) highlights that modes  and , 142, i.e., those with equal value ofn + 1=2, are closely spaced
in frequency. The second-order term represents the small frequency separation between such modes,
given by nl n 1+2 . Early observations of the Sun showed similar frequency spacings in the
low-degree 5 minute modes, ushering in the era of helioseismology (refer to the review by Christensen-
Dalsgaard, 2002).

In the late 20th century, several authors observed some of the brightest stars in the solar neighbour-
hood to see whether they show oscillatory modes like the Sun (e.g., Noyes et al., 1984; Gelly et al.,
1986; Brown et al., 1991; Bedford et al., 1993). At the same time, Kjeldsen & Bedding (1995) derived
from Eguation (1.4) that the large frequency separation is proportional to the stellar mean density, i.e.,

/ M=R3, and thus is intimately related to the mass M and radius R of the star. Seminal
work by Brown et al. (1991) suggested that another asteroseismic quantity, max, has a relationship
with stellar mass and radius. max refers to the frequency where the maximum power or amplitude in
stellar oscillations occurs, which was shown to scale as the acoustic cut-o frequency @ T, 2 Where
g and T, are the surface gravity and e ective temperature respectively (Belkacem et al. 2011, see also
Balmforth 1992; Chaplin et al. 2008).

Combining the above proportionality for and max, the so-called scaling relations (Kjeldsen &
Bedding, 1995) for stellar mass and radius were de ned as follows

3 4
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M max Te
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Thus, these relations were in place before the advent of modern asteroseismic analyses using space-based
telescopes, and Stello et al. (2009) and Kallinger et al. (2010) were one of the rst to use these relations
for estimating stellar parameters of solar-type and red giant stars (refer to the review by Chaplin &
Miglio, 2013). High-precision photometric observations now allow precise estimates of and nax for
numerous such stars, relating their masses and radii to those of the Sun (e.g., Buzasi et al., 2000; Michel
et al., 2008; Miglio et al., 2009; De Ridder et al., 2009; Degroote et al., 2010; Chaplin et al., 2011; Li

et al., 2020).

The mass relation in Equation (1.6) with estimates of e ective temperature T and metallicity [Fe =H]
then allows us to estimate precise stellar ages by comparison with stellar models. More accurate age
estimates can be obtained if we compare the individual frequencies of oscillations directly with models,
rather than the average asteroseismic parameters and max.

Similar to abundance estimation, we are now posed with the problem of comparing asteroseimic data
with stellar models. Particularly, one estimates the frequency domain signal of a light curve and ts
Lorentzian pro les to individual oscillations in a process called peakbaggingthereby obtaining frequency
estimates of modes to be compared with stellar models. The fundamental problem here is accurately and
precisely estimating the frequency structure of a discretely sampled, nite interval time-series, which |
describe as follows.

Time-series analysis

The Fourier or frequency domain signal corresponding to a time-series is essentiallymwer spectrum By
estimating the power spectrumunderlying the time-series of a star, we can analyze the frequency structure
of its oscillations, also called p modes in solar-like and red giant stars, and estimate precise ages (Basu &
Chaplin, 2017; Aerts, 2021). However, using a biased and inconsistent estimator of the power spectrum
can cause false mode detections or imprecise mode frequency estimates, thereby leading to issues with
age estimation. Here, a biased estimator is one whose estimates deviate from the true underlying
value on average, whereas an inconsistent estimator has noisy estimates with non-zero variance. The
Lomb-Scargle periodogram (Lomb, 1976; Scargle, 1982), the most commonly used spectrum estimator
in astronomy, su ers from bias and inconsistency. An unbiased estimator of the power spectrum does
not exist for a nite interval and discrete time-series, but one can control bias by using estimators that
taper time-series data (Brillinger, 1981). Multitaper spectral analysis (Thomson, 1982) raises the bar
by using multiple Slepian tapers (Slepian, 1978) to improve upon both the bias and variance problems.

| thus introduce multi-tapers in the frequency analysis of oscillation modes.

While multitaper spectral analysis is well-developed and widely-used for regularly sampled data, its
mapping to irregular sampling is limited (e.g., Springford et al., 2020). Estimating power spectra of
irregular time-series is in general a hard problem since these estimators have worse bias and variance
properties that those for regular sampling. This problem is very relevant to astronomy since our obser-
vations are often irregular due to observational factors. Therefore, | develop a new multitaper method
which is particularly suited for the irregular sampling of asteroseismic data. | also introduce powerful
features of multitapering into my new method, e.g., the F-test for detecting purely periodic signals such
as certain cases of exoplanet transits and types of asteroseismic modes.
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1.5.3 Stellar age and metallicity dependence in the two-component disk

While several studies indicate that there is a bimodality in the [Mg=Fe] vs. [Fe=H] plane of the Milky
Way disk (see Section 1.3.1), a clean separation between the two intersecting components does not exist
and it is unclear whether they represent two distinct populations (Mackereth et al., 2017). Thus, authors
examining the properties of the individual components generally separate them in the [MgFe] [Fe=H]
plane by manually drawing a line or polynomial (e.g., Nidever et al., 2014; Weinberg et al., 2019; Bland-
Hawthorn et al., 2019; Gandhi & Ness, 2019; Mackereth et al., 2019b; Ness et al., 2019; Frankel et al.,
2020; Leung et al., 2023). This separation is subjective, which makes the resulting high- and low-disks
inconsistent across studies.

In order to determine whether the high- and low- disks exist as distinct components, we need to
understand the true relationship between [Mg=Fe] and [Fe=H]. This relationship should be set by the
chemical enrichment of the disk, independent of the overall star formation and chemical evolution history,
i.e., the correlation between [Mg=Fe] and [Fe=H] in a joint distribution of the two abundances should be
una ected by its margins. While the commonly-used Pearson's coe cient provides such a correlation
measure, it is heavily dependent on the marginal distributions. In addition, the coe cient does not
capture non-linear dependencies (e.gy = x2), and it is variant under increasing transformations (e.g.,
the correlation between logy and logx is di erent from that between y and x). These two drawbacks
of the Pearson correlation are particularly relevant to the [Mg=Fe] [Fe=H] distribution. First, the
distribution has non-linear features. Second, it is unclear if the distribution of logarithmically-scaled
abundance measures is the right space to look for correlations; one could use the linearly-scal&dz
instead of [Fe=H] to measure metallicity and the same applies to abundance.

To resolve the above issues, we use a fundamental statistical tool called copulas that measures the de-
pendence between two variables without being a ected by their marginal distributions. It also expresses
non-linear dependence, and is invariant under increasing transformations. Thus, we use a copula-based
approach to automatically separate the two disks and measure their properties. We also apply copulas
to measure the correlation between age and metallicity. In order to investigate the e ciency of radial
migration in di erent parts of the disk, we combine copulas with another powerful statistical approach
called elicitable maps. These maps use neural networks to measure the age-metallicity correlation as a
continuous function of radius and height in the Galactic disk, and we compare this correlation function
with that expected from radial migration in the low- disk.

1.6 Thesis Overview

In this thesis, | present a body of work that contributes to a greater understanding of the formation
and evolution of the Milky Way disk, and also advances the interdisciplinary eld of astrostatistics and
astroinformatics.

| follow a bottom-up approach to estimate the stellar age-metallicity structure of the MW disk. |
rst develop two novel methods to measure abundances and ages of red giant stars. In Chapter 2, |
develop the functional PCA method described in Section 1.5.1 to remove systematics in APOGEE data
and reduce its dimensionality. | then estimate precise abundances of stars in open clusters through
neural network-based likelihood-free inference (refer to Section 1.5.1). Open clusters are expected to
be chemically homogeneous, and thus | use them to test the accuracy and precision of my estimation
method. In addition, through the study of open clusters, | contribute to our understanding of star
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formation, which is an important ingredient in models of the Galaxy.

In Chapter 3, | present a novel frequency analysis method based on multitaper spectral analysis to
accurately estimate the power spectra underlying Kepler time-series data. | apply this methodology to
a well-studied red-giant Kepler-91 to show that it allows more e cient estimation of mode parameters.
Improvement in accuracy of parameters and thereby stellar ages is also discussed.

Chapter 4 focuses on understanding the abundance and age-abundance distributions of the Milky
Way disk, particularly the [ = Fe] vs. [Fe=H] and [Fe=H] vs. age planes (refer to Section 1.3.1 for why
these planes are important). | rst develop a purely statistical approach based on copulas to separate the
high- and low- disks of the Galaxy. | then apply elicitable maps to estimate the correlation between age
and metallicity of stars in the high- and low- disks of the Milky Way using state-of-the-art statistical
methodology as described in Section 1.5.3. By comparing this correlation estimate with the radial
migration model in Frankel et al. (2020), | examine the e ects of the spiral-driven radial migration in
the disk.

Note that alongside Chapters 2, 3, and 4, | have released open-source software packages and data
to fully reproduce the research outputs as well as to apply the innovative methods to other problems
in astronomy. In Chapter 5, | summarize the main results of this thesis and describe current research
directions. | then conclude by highlighting the future prospects of my work for understanding the
formation and evolution of the Milky Way, and for bridging the gap between traditional theory-based
methodology and the modern data-driven landscape of astronomy.
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Extracting Precise Stellar
Abundances from Spectroscopy

Co-authorship: The following text along with its associated gures and tables have been published
as: \Functional Data Analysis for Extracting the Intrinsic Dimensionality of Spectra: Application to
Chemical Homogeneity in the Open Cluster M67", Patil, Aarya A.; Bovy, Jo; Eadie, Gwendolyn &
Jaimungal, Sebastian 2022, The Astrophysical Journal (ApJ), 926, 51 (Patil et al., 2022a). The analysis
and results in this paper are original research completed and written by me, the primary author, under
the supervision of the co-authors. The second and third authors on this publication are my PhD
co-supervisors Profs. Jo Bovy and Gwendolyn M. Eadie respectively, and the fourth author is my
supervisory committee member Prof. Sebastian Jaimungal.

Summary

High-resolution spectroscopic surveys of the Milky Way have entered the Big Data regime and have
opened avenues for solving outstanding questions in Galactic archaeology. However, exploiting their full
potential is limited by complex systematics, whose characterization has not received much attention in
modern spectroscopic analyses. In this work, we present a novel method to disentangle the component
of spectral data space intrinsic to the stars from that due to systematics. Using functional principal
component analysis on a sample of 1833 giant spectra from APOGEE, we nd that the intrinsic
structure above the level of observational uncertainties requires 10 functional principal components
(FPCs). Our FPCs can reduce the dimensionality of spectra, remove systematics, and impute masked
wavelengths, thereby enabling accurate studies of stellar populations. To demonstrate the applicability of
our FPCs, we use them to infer stellar parameters and abundances of 28 giants in the open cluster M67.
We employ Sequential Neural Likelihood, a simulation-based Bayesian inference method that learns
likelihood functions using neural density estimators, to incorporate non-Gaussian e ects in spectral
likelihoods. By hierarchically combining the inferred abundances, we limit the spread of the following
elements in M67: Fe. 0:02 dex; C. 0:03 dex; G Mg; Si;Ni . 0:04 dex; Ca. 0:05dex; N Al . 0:07 dex
(at 68% con dence). Our constraints suggest a lack of self-pollution by core-collapse supernovae in M67,
which has promising implications for the future of chemical tagging to understand the star formation
history and dynamical evolution of the Milky Way.

22
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2.1 Introduction

The physical processes that govern galaxy disk formation and evolution encode themselves in the struc-
ture of stellar populations. Discerning this structure places key constraints on models of galactic disks
and provides data for cosmological simulations to replicate. In the Milky Way, we have the ability to
resolve individual stars and characterize disk stellar populations using large samples (Rix & Bovy, 2013).
Modern wide- eld spectroscopic surveys such as the Apache Point Observatory Galactic Evolution Ex-
periment (APOGEE, Majewski et al., 2017), GALAH (De Silva et al., 2015), and Gaia-ESO (Gilmore
et al., 2012) provide medium- to high-resolution R  10;000) spectra of 10° stars over a wide range
of Galactocentric distances (3kpc< R < 15kpc) and distances from the midplane jzj < 1kpc). Future
surveys such as WEAVE (Dalton et al., 2012), MOONS (Cirasuolo et al., 2014), SDSS-V (Kollmeier
et al., 2017), and 4MOST (de Jong et al., 2019) will increase this number to millions. Using these data,
we can estimate radial velocities, stellar parameters, chemical abundances, and ages for a good portion
of stars in the Galactic disk.

Accurate and precise stellar abundance estimates through high-resolution spectroscopy allow us to
probe the detailed chemical and dynamical evolution of the Milky Way. We can understand this using a
simpli ed view of Galactic evolution described as follows. Stars form in groups in well mixed molecular
clouds (Shu et al., 1987; Lada & Lada, 2003; Feng & Krumholz, 2014). They inherit the chemical
composition of the star-forming cloud, and this birth chemistry evolves over a star's lifetime in foreseeable
ways. Eventually, mass loss and supernovae accompanying stellar death chemically enrich the interstellar
medium. From a dynamical perspective, we know that several non-axisymmetric forces in the Galaxy
change stellar orbits over time (Sellwood & Binney, 2002); this makes tracing the orbital history and
birth location of stars through kinematics di cult. However, stellar abundances provide a fossil record
of the star formation history, chemical enrichment, and dynamical evolution of the Galaxy. Therefore,
they are of utmost importance to Galactic studies as well as to stellar astrophysics in general.

Despite orders-of-magnitude improvements in observations and signi cant advances in our under-
standing of stellar photospheres, stellar spectroscopy in its current form faces four major issues: (a)
several instrumental/extrinsic factors a ect observations, e.g., absorption by complex molecules in the
interstellar medium (Zasowski et al., 2015), emission and absorption by the Earth's atmosphere, and
persistence in the detector, (b) observations are high-dimensional | O(10; 000) wavelengths, (c) the-
oretical modeling of stellar photospheres and radiative transfer computations are expensive, and (d)
current models are still incomplete, e.g., missing atomic and molecular data. The advent of Big Data
in spectroscopy allows us to adopt data-driven approaches, but we still need to bridge theynthetic gap
between data and models to accurately and e ciently exploit its full potential (e.g., O'Briain et al.,
2021).

Several authors have adopted data-driven techniques to estimate stellar abundances (e.g., Ness et al.,
2015; Leung & Bovy, 2019a). While these improve the precision (not necessarily accuracy) of estimation,
they still rely on high-quality model-derived abundances to construct training sets that incorporate
domain-speci ¢ knowledge. Instead, we can directly characterize théntrinsic variability of stellar spectra
and retain information that models discard, remove degeneracies, and ensure accurate propagation of
uncertainties. We then have the potential to investigate the chemical space spanned by a large number
of stars, thereby understanding chemodynamical evolution on Galactic scales.

Working directly with the APOGEE spectral data, Price-Jones & Bovy (2018) nd the maximum
number of dimensions needed to characterize multi-element abundance variations in spectra. They reduce
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the dimensionality of chemical space underlying APOGEE giants using expectation-maximized principal
component analysis (EMPCA; Dempster et al., 1977; Roweis, 1998) to 10 principal components (PCs).
EMPCA adds an expectation-maximization likelihood step to PCA for handling noisy and missing
data, an advantageous property for dealing with spectroscopic observations. However, their PCs have
signi cant imprints of systematics, which illustrates that their empirical covariance is not the best
estimate of the true, intrinsic population covariance.

In this paper, we apply functional principal component analysis (FPCA), a functional data analysis
method (Ramsay & Silverman, 1997), to assess the dimensionality of the intrinsic spectral space in the H-
band, which is composed of stellar parametric and abundance information. FPCA can overcome some of
the di culties of classical PCA and EMPCA by adding continuity, a degree of smoothness, and domain
knowledge to the computation of PCs. These features reduce the in uence of noise and disentangle
variance due to systematic errors. We nd the intrinsic spectral structure to be 10-dimensional,
which agrees with previous studies (Price-Jones & Bovy, 2018; Ting & Weinberg, 2021). However, our
dimensions are dominated by absorption features, without any obvious systematics.

Beyond assessing the dimensionality of stellar spectra, our analysis has promising implications for
the chemical taggingof dispersed birth clusters within the Galaxy (Freeman & Bland-Hawthorn, 2002).
Chemical tagging nds groups of chemically similar stars in an attempt to trace them back to their
birth locations. While this technique can revolutionize our understanding of Galactic evolution, it
requires that birth clusters are chemically homogeneous, an assumption that is dicult to conrm
observationally. Bovy (2016) showed that using the spectra directly for studies of chemical homogeneity
in open clusters provides stringent and reliable constraints compared to more traditional abundance-
based studies. However, their method lacks the ability to interpret results { e.g., one cannot determine
the abundances of the open cluster in question. Instead, we can project spectra of stars in open clusters
onto our systematic-free intrinsic structure, followed by extraction of chemical variation from that of
stellar parameters using approaches like those in Price-Jones & Bovy (2019) and de Mijolla et al. (2021).
We can then constrain homogeneity in the resulting chemical space, whose abundance information is
readily interpretable.

To prove that the intrinsic structure de ned by our functional PCs (FPCs) incorporates stellar
photospheric information, we use it to infer stellar parameters and abundances of giants in the well-
studied open cluster M67 and constrain its chemical homogeneity. We apply a simulation-based Bayesian
inference method called Sequential Neural Likelihood to estimate complex spectral likelihoods and further
bridge the synthetic gap. Our aim in this application is to (a) infer accurate and precise abundances
using spectra projected onto our FPCs, (b) help validate chemical tagging by limiting the abundance
spread in M67, and (c) provide evidence that we can directijtag chemically similar groups in our intrinsic
structure through, e.g., clustering algorithms like those in Hogg et al. (2016) and Price-Jones & Bovy
(2019) and forgo the use of model-derived abundances.

Our discussion leads us to the question: What is functional data analysis (FDA), and how do we treat
stellar spectra asfunctional ? Spectroscopic observations span a range of wavelengths that are densely
or sparsely distributed depending on the survey. Even the spectrum with the highest resolution and
highest signal-to-noise ratio has an uncertainty associated with each ux and wavelength value. These
noisy, discrete values re ect an underlying smooth curve of ux over wavelength or a spectrafunction
(Young, 1994). Therefore, we can treat spectral data as a sample dtinctional observations, and this
opens avenues to use FDA, a rich eld of statistics that stems from in uential work on growth curves
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(Rao, 1958) and nonparametric regression (Eubank, 1999).

We can apply functional counterparts of multivariate statistical methods to spectral analysis. FPCA
is one such method that is well known in several scienti ¢ and industrial elds such as economics, nance,
medicine, and meteorology (Ullah & Finch, 2013; Wang et al., 2016, and references therein). Within
the last few years, this method has shown promising applications in di erent sub elds of astronomy
(e.g., He et al., 2018; Weiler et al., 2018; Kou et al., 2020; Mandel et al., 2020). However, there are
just a handful of these applications because astronomy has yet to leverage FPCA's key advantages. In
particular, FDA is a powerful analysis framework for astronomical observations because they have a
prototypical functional form dictated by the physical processes that generate them.

We describe the mathematical foundation of treating spectra as functional data in Section 2.2 and use
that to explain the FPCA algorithm. In Section 2.3, we perform a case study on a sample of 10 spectra
with 200 wavelength dimensions to illustrate the FPCA methodology and its advantages. Section 2.4
describes the APOGEE data we use for the applications in the remainder of the paper. In Section 2.5, we
reduce the dimensionality of our spectral sample using FPCA and discuss the results. We use our FPCs
to determine the chemical homogeneity of open cluster M67 in Section 2.6. In Section 2.7, we discuss
the advantages, limitations, and potential improvements of our novel methods and motivate promising
applications in Galactic archaeology as well as astronomy in general. We also discuss the implications
of our results in this section. In the closing Section 2.8, we summarize the paper and discuss its main
takeaways.

2.2 Functional Data Analysis

Classical PCA is a commonly used method to nd low-dimensional representations ofliscrete data sets.

Its main drawback is that it is sensitive to systematics, especially in cases where the sample sizes are
small. To overcome these drawbacks, we use FPCA, a method that reduces the dimensionality of a set
of continuous functions.

Data in astronomy are often in the form of discrete observations over time, wavelength, or some other
physical domain, and we can treat them as individualfunctions. We describe suchfunctional data in the
context of stellar spectroscopy in Section 2.2.1 and provide the mathematical procedure for converting
spectral data to smooth functions in Section 2.2.2. In Section 2.2.3, we discuss the technical details of
FPCA and how we can use it to reduce the dimensionality of spectra. For a more thorough mathematical
treatment, see, e.g., Ramsay & Silverman (2006).

2.2.1 Stellar spectra as functional data

Spectroscopic data are discrete observations of continuous functions of wavelengti( ) (or frequency)
subject to noise. We can model them as

Yom = fa( m)+ nm (2.1)

where the ux value y,, of the n" observed spectrum at the wavelength , is a function f, sampled
at the wavelength plus an error .. In the statistics literature, the error ., is often assumed to
be independently and identically distributed (i.i.d.) with zero mean and constant variance to represent
white noise. However, for spectroscopic data analysis, it is typically necessary to go beyond such random
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errors to account for non-stationarity and autocorrelations, especially in cases where there are systematic
issues.

Spectral functions are bounded and square-integrable and therefore serve peints in the L2 Hilbert
space, a generalization of Euclidean space to in nite dimensions (Debnath & Mikusinski, 2005). The
projections of such a function onto a set of orthogonal axes in the Hilbert space represent its coordinates;
we can view it as afunctional vector and the spectral data corresponding to it asfunctional data.

2.2.2 Registering functional data as smooth functions

The rst step in FDA is the representation of data into a functional form. Our aim is to t the discrete

the noise ,m . We express the functional formf,( ) of the n" spectrum as a linear combination of a
collection or set of basis functions

X
fn( ): nk k( ): ( )l n (2-2)
k=1
where ()= f 1();:; k( )gis the set of K basis functions that we can dene as aKk M matrix

( ) when viewed as a discrete set of observations and sampled at the same set of frequencies as that of
the data; | is a vector of lengthK that contains the coe cients .. We estimate the coe cient vector
n by minimizing the sum of the squared deviations between the data and the functional representation
n #2
SSE(ynj n) = Ynm nk k( m) (2.3)
m=1 k=1

where SSE represents the sum of squared error. We can express this in matrix format as

SSE(Yn] n)=(Yn I n)l (Yn l n) (2.4)

The simple least squares approximation works for cases where the errorg, are i.i.d. with N(0; ?2).
In realistic situations, errors are heteroskedastic, as such we use weighted least squares regressions by
minimizing the criterion

SSE(Ynj n)=(yn ! )'Wn ) (2.5)

where W is the weight matrix usually given by the inverse of the variance-covariance matrix , of
reported uncertainties. There is also the possibility of penalizing the ordinary or weighted SSE to
regulate the smoothness of the estimated functiorfy,( ). In this approach, cross-validation techniques
help choose the size of a roughness penalty. For our purposes, we nd that the degree of smoothness
provided by the least-squares tting of basis functions is enough.

The basis expansion projects the in nite-dimensional random functions onto a nite-dimensional
space. Generally, orthonormal basis functions such as Fourier series, Legendre Polynomials, and B-splines
form the basis, and the choice of basis functions depends on the nature of the data. However, due to
the complex functional signatures of spectral data, the standard orthonormal bases are not appropriate.
Basis expansions approximate functional data well when basis functions re ect the physical processes
that generate the data. Therefore, we use model spectra as basis functions; model spectra are physically
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motivated, and their characteristics are similar to those underlying spectra. We explain this basis in
more detail in Section 2.3.2.

2.2.3 Functional Principal Component Analysis

Classical PCA aims to nd orthogonal modes that incorporate maximal variation of a set of (multivariate)
random vectors (Jolli e, 1986). One can compute these modes and the variance they explain through
eigendecomposition of the empirical covariance matrix. FPCA is the equivalent of doing this in the
Hilbert space of random functions using the functional representations of data described in Section
2.2.2.

Analogous to the covariance matrix in classical PCA, we de ne the covariance function

V( a; p)= cov[f ( a);f( p)l (2.6)

as the covariance between the wavelengths, and . Here 4; b2 [ sart ; end], the wavelength range
of the spectral data. The function f is de ned on all wavelengths in this range | the range serves as
its domain D.

We can empirically approximate v( ,; p) using the functional representation of dataf’\n( ) by

X h ih i
Wai 0= A 2o Ao (o) @)
i=1
X
where )= Ni fi() (2.8)

i=1
is the sample mean function which centers the data.

We estimate the functional representationsfy, ( ) of the observationsy,m using Equation (2.3). If
Ynm are centered,f’\n( ) will also be centered, and the resulting sample mean function ¢ ) = 0. We
assume the data are centered, in which case Equation (2.7) simpli es to

Wai = (D1 (o) 29)

where isaN K matrix representing the coe cients  for n=1;:::;N observations.

Given the estimated covariance functionv) we can compute the PCs of functional data using Mer-
cer's theorem (Mercer, 1909). Mercer's theorem states that if/ is continuous on the domainD?, then
there exists an orthonormal set of continuous eigenfunctions ;( ) jj = 1;2;:::g with corresponding
eigenvalues j such that

vV )= 545) O (2.10)
where V is the covariance operator de ned by the integral transform
A
V i) a)= Dv( a; b) j( p)d b (2.11)

While computing the eigenfunctions ;( ) from the covariance function v seems to be an in nite-
dimensional problem, the projection of data onto the nite collection of basis functions reduces it to a
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nite-dimensional one. These basis functions are said tespan the Hilbert space of spectral functions.
Since the eigenfunctions belong to the same space, we may expand them onto the basis functions as
follows
AN X< |
()= B k()= )b (2.12)
k=1

where b; is a vector of length K denoting the coe cients of the expansion.

Substituting Equations (2.9) and (2.12) into Equation (2.11), we obtain

z
vV )= o a )" (p)dy
D (2.13)
_1 [ b
= N ( a) U j
. : : . R
whereU is aK K weight matrix whose entries areUgr = [, q( ) (( )d qg;r =1;:::;K. We now
substitute the eigenequation (2.10) into the left hand side of Equation (2.13) to obtain
I = 1+ | : :
i (a) bj—W (a) Ubj; 8 a2D; (2.14)
1
! ibj = I Ub;: (2.15)

This last set of equations is a nite dimensional eigenproblem for ; and b;, the eigenvalue and
coe cients of the j™ eigenfunction respectively. Note that when the basis functions are orthonormal,
then U is the identity, and FPCA reduces to PCA on the basis coe cients ; however, in general, it
di ers.

Armed with these eigenfunctions, we may project the data onto the rst J K components to

obtain a lower dimensional representation of the data { the scores. The scorescy ;j = 1;:::;J of an
observed spectrumy,,, whose functional representation isfy,( ), are as follows
z
SGy = Dfl\n( ) j()d (2.16)

which we can approximate using the Riemann sum

M1
sty = fnlm) j(m)(ma m) 2.17)

m=1

Essentially, sc;; quanti es the variability of the n" spectrum along the eigenfunction j. Using these
scores and the Karhunen{Laeve theorem, we can obtain a dimensionally reduced approximation of

as
X]
()= sGy () (2.18)
j=1
where J represents the total number of scores (dimensions) used for the approximation.
In theory, we expect FPCA to provide better empirical estimates of covariance structures underlying
data than PCA, especially in cases where the number of dimensions is larger than the number of obser-
vations. This expectation is becausethe functional representations of data rather than the actual data

compute the covariance structures. These representations are continuous, smooth, and physically moti-
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Symbol Description

wavelength
index of spectrum of then™ star
wavelength domain of spectral data [ start ; end]
index of wavelengthf ,g2D
number of spectra
number of wavelengths
Ynm continuum-normalized ux measurement f=f .

y N M matrix of observations

M M weight matrix of each observation

f"n( )  estimate of the functional form f,( ) of y,

<Z3 0>

k index of ki basis function
K number of basis functions
() set of basis functionsf ( )g, K M matrix
U K K weight matrix of basis functions
nk ; ki basis expansion coe cient ofy,, N K matrix

v;V covariance function, covariance operator
ANO) sample mean function
j index of eigenfunction
J number of eigenfunctions used (dimensions)
() set of eigenfunctionsf ;( )g
i eigenvalue of ;( )
bk ;b;  basis expansion coe cients of ;( ), K 1 vector
SChj score ofy, along ()

Table 2.1: Mathematical Notation for FPCA.

vated, making them less susceptible to noise and sample characteristics. To illustrate these advantages,
we present a case study on a small sample of stellar spectra in the following section.

We refer the reader to Table 2.1 for an overview of the mathematical notation introduced in this
section, which we continue to use in the remainder of the paper.

2.3 Case study

To illustrate the e cacy of FPCA for stellar-spectroscopic analysis, we consider the problem of computing
the PCs of N = 10 spectroscopic observations oveM = 200 wavelength points. HereM is an order
of magnitude larger than N; this helps us evaluate the merits of FPCA in cases where PCA runs
into issues. In addition, we explore how well FPCA can reduce the in uence of systematics by adding
synthetic continuum-normalization errors to the sample. Section 2.3.1 describes the spectral sample used
for this case study as well as the simulation of continuum-normalization errors. Section 2.3.2 describes
the computation of FPCs of the sample, and Section 2.3.3 compares the resulting FPCs with the PCs
obtained using classical PCA.

2.3.1 Data

For this case study, we use a subset of the APOGEE spectral sample that we describe in detail in Section
2.4.1. We use ASPCAP calibrated estimates of e ective temperatureT, and surface gravity logg to
limit the APOGEE sample to those stars with 4270< T, < 4300 and 14 < logg < 1.6. We set these
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Figure 2.1: Stellar spectral samples used for the case study in Section 2.3. The spectra labeled \original”

tematic" have an added continuum-normalization systematic represented a¥o+s = fYo+s1;:: 1Yo+ s:100
(refer to Section 2.3.1). The two samples are continuum-normalized discrete observations of stellar spec-
tra yom Wheren =1;:::;10 represents the spectrum number plotted on the y-axis, andn = 1;:::;200

is the wavelength index ., for , 2 [1515215195]A plotted on the x-axis. Note that the spectra are
masked.

cuto s around the stellar parameters of Arcturus, a well-studied red giant often used as a calibrator.
The cuts result in a total of 20 spectra, and we choose 10 of these at random for this case study; we refer

generate the basis functions, which we describe in detail in Section 2.3.2. Using the approach in Ness
et al. (2015), we continuum-normalize theY, spectra (refer to Section 2.4 for more details on the specic
continuum normalization). In addition, we mask certain wavelengths in the spectra using the APOGEE
PIX_MASKwhich ags erroneous pixels (Section 2.4.3). We defer detailed discussion of the data and its
pre-processing until Section 2.4, so that we may focus on illustrating FPCA with the case study.

To mimic incorrect continuum normalization, which is a systematic error commonly encountered in
the analysis of APOGEE and other high-resolution spectra, we add a slope to the spectray,, of the
order 0:00025 ( start ) d, whered 2 R and d 2 [0; 5) represents the degree of the slope, and create
a new sample of spectra:Y,. s or the \original + systematic" sample. In this case study, we aim to
evaluate whether FPCA has the ability to remove this continuum systematic. Note that we add and
subtract the systematic in a manner such that the new and original sample mean spectra are equal; this
ensures that the comparison of data variability between the two samples does not change in any essential
way. Figure 2.1 shows these samples.
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Figure 2.2: Model spectra used as basis functions in the case study (Section 2.3.2). Hdtaepresents

2 [1515215195]A. Note that the model spectra are continuum-normalized. Inset : The ux variation
(f=f ¢) of the 5 basis functions at the wavelength , = 15156:82 A. This variation illustrates that the
basis functions mainly di er in their absorption lines due to variations in chemical abundances but overall
look alike because of similar stellar parameter§, and logg.

23.2 FPCA

We now apply FPCA to explore the covariance structures of the two samples and reduce their dimen-
sionality. The preliminary step is to register the spectra as smooth functions using basis expansion (refer
to Section 2.2.2). For this, we simulate model spectra using the Polynomial Spectral Model (PSM) in
Rix et al. (2016). PSM emulates spectral synthesis with model atmospheres using a computationally
e cient polynomial model. We use the ASPCAP calibrated stellar parameter and abundance estimates

eter and abundance estimates of spectrunfy, for X = fC, N, O, Na, Mg, Al, Si, S, K, Ca, Ti, V, Mn,
Ni, Feg. Here we use a total ofK =5 model spectra as basis functions; we selected these at random
from the 10. Section 2.3.4 provides the reasoning behind this choice &f. Figure 2.2 shows the resulting
basis functions.

The basis function expansion generates functional representatiorf§,, ( ) and fos s () of the masked
spectra in the two samplesy,., and yo:+sn respectively. We use the weighted least-squares criterion
(Equation 2.5) for estimating the coe cients o, and o+ s.n Of the basis function expansion. APOGEE
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Figure 2.3: Functional representation of the continuum-normalized spectrumy .1 in the \original" sam-

ple of the case study (Section 2.3.2). Top : The approximated smooth function, f’;;l( ) overplotted
on the spectral datay,.;. Bottom : The residuals after subtracting the approximation from the data.
The grey shaded horizontal region is from [ 0:005 0:005] and signi es the APOGEE base uncertainty
of 0.5%. We use this base uncertainty to evaluate how well the approximation ts the data. The laven-
der horizontal region in both the panels shows that the functional approximation can generate missing
(masked) data well.

provides uncertainties corresponding to each spectral measurement, and the reciprocals of the squared
uncertainties constitute the diagonal elements of the weight matrixW in Equation (2.5). The resulting
functional representations can generate data for the masked regions, a powerful feature of the basis
expansion approach in FDA. Note that, in APOGEE data, the masked wavelengths dier from one
spectrum to another, and basis expansion can deal with such variable masks. Figure 2.3 shows an example
functional representation of a spectrum. The residuals of the data approximation are predominantly
within the APOGEE base uncertainty, and they are unbiased, i.e., the mean error is zero. Thus, the
approximation neither under- ts nor over- ts the data.

We use the functional representations of the two samples to compute the corresponding covariance
functions v, and vg. s, which we show in the top panels of Figure 2.4. The top left panel of Figure 2.5
displays the resulting FPCs or eigenfunctions ; ( ), whereas the top right panel shows the percentage of
total variance explained by them, i.e., 100 ; where ; are the eigenvalues. In the multivariate statistics
literature, this is referred to as a scree plot: a line plot that displays the eigenvalues of principal
components.

2.3.3 FPCA vs PCA

We apply classical PCA to the two spectral samples, \original" Y, and \original + systematic" VY. s,
shown in Figure 2.1, and compare its results with those obtained in the previous section using FPCA.
To ensure that a fair comparison is made, we impute masked values in the two samples with the sample
mean spectrum, average the imputed data, and then apply classical PCA.
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Figure 2.4: Comparison between FPCA and PCA covariance structures in the case study (Section 2.3.3).
Top left : Covariance function v, (refer to Equation 2.9) of the \original* Y, sample. Bottom left
Covariance matrix C, of the Y, sample. Right : Same information as the left panels, but for the \original

+ systematic" sample (vo+s, Co+s). We observe that the covariance functions are smooth, whereas the
matrices are noisy { C+ s is signi cantly a ected by the continuum-normalization systematic.

We show the covariance matrices of the two sample€ , and C,. s in the bottom panels of Figure 2.4,
and the eigenanalysis results in the bottom panels of Figure 2.5. Figures 2.4 and 2.5 helps us conclude
the following:

1. FPCs for both spectral samples are smoother than the noisy classical PCs and predominantly
show absorption-like features; this is because of the continuity and smoothness assumptions of the
functional representations, which are inherited from the basis being physics driven.

2. FPCs of the Y, sample pick out similar variations as those of theY,: s sample, and this indicates
that the addition of a continuum-normalization systematic does not a ect the FPCs. In contrast,
the rst classical PC of the Y,. s sample has a slope afn  0:0025, which represents the systematic.
We do not observe such a slope in the FPCs because our basis functions being model spectra, only
allow physically expected variations. One could, in principle, include the continuum-normalization
variance in the FPCs by using basis functions such as the rst few Legendre Polynomials along with
model spectra; however, one should use those basis functions that incorporate signal variability in
data, not noise.

3. The rst FPC of the Y, sample explains most of the variance (85 %) in the spectral data.
In contrast, we need at least a few classical PCs to incorporate the same amount of variability
in the sample. Note that this is a consequence of the fact that the eigenvalues obtained using
FPCA are fundamentally di erent from those obtained using classical PCA. In the classical case,
eigenvalues are computed using eigendecompaosition of the covariance matrix, which quanti es the
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Figure 2.5: Comparison between FPCA and PCA eigenanalysis in the case study (Section 2.3.3Jop
left : First three FPCs  1.0.3( ) of the \original" Y, and \original + systematic" Y,+s Samples. Top
right : % variance explained by the FPCs of the two samplesBottom : Same information as the top
panels, but for the classical PCs. It is clear that while noise and especially the continuum-normalization
systematic strongly a ects the classical PCA analysis, the FPCA analysis is una ected by it.

total variance in the data: \intrinsic + noise". In the functional case, eigenvalues are computed
using Mercer's theorem on the covariance function, which quanti es variance in the functional
representations of data (refer to Equation 2.10); these eigenvalues indicate the contribution of FPCs
in explaining intrinsic variance as opposed to any noise identi ed by the functional procedure.

4. Both the FPCA and PCA explained-variance plots (scree plots) for theY,. s sample show a signif-
icant rst component because the continuum is the dominant source of variation in this sample.

5. A direct interpretation of the covariance function of functional data or the covariance matrix of
multivariate data is di cult. Instead, we use principal components to describe the data variability
more intuitively. However, it is still informative to look at the covariance structures to understand
the salient di erences between FPCA and PCA. In Figure 2.4, we see that the top panels displaying
Vo and vg+ s are smoother than the corresponding matricesC, and Cq. s, in the bottom panels;
the matrices have features such as noisy backgrounds, outliers, and in uence of systematic e ects.
Speci c examples of these are: (1, in the bottom left panel is overall noisier than v, in the top
left panel and has some outliers around 15,178. (2) C,.:s in the bottom right panel is dominated
by a gradient from low to high wavelengths due to the added continuum-normalization systematic,
whereasv,. s in the top right panel is una ected by it. These di erences illustrate the advantages
of FPCA over classical PCA.

Our case study illustrates the advantages of using FPCA over PCA. It is evident that PCA is sensitive
to noise, especially in cases wherdl M, whereas FPCA attempts to remove all noise in the data
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Figure 2.6: Mean absolute error (red) and median absolute deviation (black) of the test star model as a
function of increasingJ, the number of FPCs. The dashed orange line indicates the test star uncertainty
level which is the inverse of its signal-to-noise ratio whereas the grey dashed line at3% indicates the
base APOGEE systematic uncertainty. The y-axis on the left represents the absolute residual erroe,
whereas the one on the right, scaled ae=0:005, is in units of the base APOGEE uncertainty.

without having access to an accurate noise model. This observation agrees with theoretical expectations
and case studies performed across di erent elds in science and engineering (e.g., Viviani et al., 2005;
Ramsay & Silverman, 2007). The advantages of FPCA are also applicable in comparison with EMPCA
and will be investigated further in Section 2.5.

2.3.4 How to choose K and J?

We useK =5 basis functions in the case study for illustrative purposes. In theory,K can be any integer

increases, the bias in the estimate of the functional form reduces, whereas the variance of the estimate
increases. The latter may introduce noise in the estimate. We tested this by incrementally increasing
K for the \original + systematic" Y,.s sample, and evaluating the resulting FPCs. We observed that
the slope of the rst FPC increased with increasing K, and this indicated a greater in uence of the
continuum-normalization systematic on the FPCs. Based on this qualitative assessment, we sé& =5
for the Yo+ s sample.

For data samples with a high signal-to-noise ratio, like the \original* Y, sample, we can choose a
larger K to better t the data and reduce the bias in the functional form estimates. This is because the
risk of tting noise in the data as the variance of the estimate increases is low due to the data quality.
In this case,K should be large enough to incorporate all the signal information in the functional ts but
not so large that the residuals are far smaller than the level of uncertainty. We observe this in Figure
2.3, where the residuals trace the uncertainty well. While our qualitative analysis allows us to choose
a decent value ofK, it is desirable to have a more quantitative analysis. In the FDA literature, one
can nd several algorithms for choosingK (Ramsay & Silverman, 2006). However, there is no standard
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Figure 2.7: Spectroscopic HR diagram (log vs T, ) of the APOGEE sample of 18 933 giants used in
this analysis. Each point is color coded based on its metallicity [Fe/H]. TheT. , logg, and [Fe/H]
estimates are ASPCAP calibrated ts as described in Section 2.4.

methodology and this is potentially due to the discrete nature ofK (Ramsay & Silverman, 2006). We use
the stepwise variable selectiorapproach, which incrementally adds basis functions until some criterion
is ful lled; in our case, we add functions until the residuals of the ts have standard deviation within
the base uncertainty. Using this approach, we nd that K 50 is best-suited for theY, sample. We
note that while choosingK is still an open question, domain knowledge can often assist in the selection.

After choosing the bestK and computing FPCs, the next important question is to choose the number
of FPCs J which we use to perform dimensional reduction of the data. The value oK sets the maximum

We estimate the optimal J for the Y, sample by modeling a test star that is similar to the sample,
but not a part of it, using the FPCs. Essentially, we treat the sample as the training set and the test
star as the validation set. We use Equation (2.18) to project the test star onto the FPCs ; and obtain
the scoressc, . The projection of the test star onto the FPCs is done by applying the Expectation-
Maximization (EM; Dempster et al., 1977) algorithm, which ensures that masked and noisy regions of
the test star are properly downweighted. We iteratively increaseJ and compare the mean absolute error
and median absolute deviation of the test star model to the noise level of the star as well as the base
APOGEE systematic noise level. Figure 2.6 shows this comparison and illustrates that choosing is not
straightforward; we nd that J 10 ensures that systematics do not a ect the FPCs, wheread 40
counters measurement noise. The choice depends on the application.
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Figure 2.8: Spectroscopic HR diagram (logy vs T ) of the 28 giant members in the OCCAM sample of

open cluster M67 (refer to Section 2.4.2 for details). Each point is color coded based on its metallicity
[Fe/H]. The Te , logg, and [Fe/H] estimates are ASPCAP calibrated ts. We use these members in

Section 2.6 for investigating the chemical homogeneity in M67.

2.4 Data

We use spectroscopic data from the Apache Point Observatory Galactic Evolution Experiment (APOGEE;
Majewski et al., 2017) of the Sloan Digital Sky Survey-1V (SDSS-IV; Blanton et al., 2017) for this work.
The APOGEE spectroscopic survey provides high-resolution (R 22,500) near-infrared (H-band 1.51 to
1.69 m ) spectra for stars belonging to all stellar populations of the Milky Way - Galactic bulge, disk,
and halo. The APOGEE multi- ber spectrographs (Wilson et al., 2019) can simultaneously observe
300 targets and are mounted on 2.5 m telescopes at Apache Point Observatory (Gunn et al., 2006) and
Las Campanas Observatory (Bowen & Vaughan, 1973). We use data from the public Data Release 14
(DR14; Abolfathi et al., 2018) of SDSS, which includes spectra for over 250,000 stars (Holtzman et al.,
2018; Jensson et al., 2018).

APOGEE provides repeat observations or \visits" of most stellar targets in the DR14 sample. These
are radial velocity corrected, combined into one spectrum using \global" or \local" weighting, and
supplied along with the individual visits.

The APOGEE Stellar Parameter and Chemical Abundances Pipeline (ASPCAP; Garca Rerez et al.,
2016) provides estimates of stellar parameters and chemical abundances for these combined spectra. The
pipeline follows a two-step process. First, it computes a grid of synthetic spectra using custom linelists
(Shetrone et al., 2015) and nds the best- tting spectrum for each combined APOGEE spectrum using
FERREAllende Prieto et al., 2006). FERRHEs capable of interpolating the spectral grid, and uses a

2 minimization approach for tting. Note that both the synthetic and combined APOGEE spectra
are pseudo continuum-normalized before making any comparison. The best- ts result in estimates of
atmospheric parameters: T, , logg, vmicro, vmacro, vsini, and [M=H], [ = M], [C=M], and [N=M] abun-
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dances. Second, the pipeline derives elemental abundances by tuning the t around spectral windows
of individual elements. The stellar parameter and abundance estimates are available in thEPARAIlsING
FELEMrrays respectively. ASPCAP also calibrates these raw estimates to provide the nal estimates.
It is important to note that abundances are internally calibrated to ensure that clusters are chemically
homogeneous.

2.4.1 Stellar sample

The initial sample for this work includes all APOGEE giant members (logg < 4) having metallicity
within a range centered around solar metallicity ( 0:15< [Fe/H] < 0:15) and high signal-to-noise ratio
(S=N > 200). The stars in this sample are mainly red-giant or red-clump stars and include some sub-
giants. We remove a few stars from this sample based on two reasons: if their ASPCAP stellar parameter
estimates do not have physical values or their percentage of masked wavelengths is greater than 50 %.
The resulting sample does not include any star that has its APOGEE ag STARBADset, indicating that
no \bad" stars are present. Figure 2.7 shows the spectroscopic Hertzsprung-Russell diagram of this
sample.

APOGEE targets are predominantly red giant stars because their high luminosity lets us observe
them at high signal-to-noise ratio over large distances (Zasowski et al., 2013, 2017). In addition, they
belong to stellar populations spanning a wide range of ages and metallicities, which makes them a good
tracer population for studying the history of the Galaxy. In the context of stellar chemical space, the use
of red giants has two main advantages: minimal rotational line-broadening e ects due to slow rotation
and surface abundances re ective of the stars' initial abundances due to minimized di usion (Dotter
et al., 2017). Therefore, we mainly use APOGEE giants in our analysis.

We set the [Fe/H] cut based on the metallicity range of open cluster M67, which we use as an
application of our method in Section 2.6. This cut ensures that we include several giants with metallicities
close to solar that mimic those in M67.

We use the Python packageapogee* (Bovy, 2016) to download the APOGEE data and perform cuts
as described above. The sample includes a total of 1833 stars and we use the \global" weighted version
of their combined apStar spectra. We continuum normalize the combined spectra using the Ness et al.
(2015) method inapogee, which ts a quadratic polynomial to a set of pre-determined continuum pixels.

2.4.2 OCCAM Open Clusters

We assess the chemical homogeneity of open cluster M67 in Section 2.6. For this, we obtain M67
spectra from the APOGEE/Open Cluster Chemical Abundances and Mapping (OCCAM) Data Release
14 sample (Donor et al., 2018). We use M67 stars identi ed as giant memberggdlin OCCAM using the
criteria log g/ 3:7. Figure 2.8 shows the spectroscopic HR diagram for these members using ASPCAP
estimates.

2.4.3 Masking and Uncertainties

Each pixel of an APOGEE spectrum has an associated uncertainty caused by several sources of noise.
We use the reported pixel uncertainties in all our spectral analyses. The systematic errors encountered
during data processing and calibration of APOGEE spectra lead to a 0.5% uncertainty oor (Nidever

Lhttps://github.com/jobovy/apogee
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Figure 2.9: Functional Principal Components (FPCs or eigenfunctions ( )) of the APOGEE stellar
sample described in Section 2.4.1. The panel shows the rst 10 FPCs. We compute these using the
method described in Section 2.5.1. It is clear that these FPCs are dominated by narrow, absorption-like
features, without any obvious systematics. A detailed interpretation of these FPCs is provided in Section
2.5.2.

et al.,, 2015), and therefore we bump any uncertainties of continuum-normalized spectra smaller than
0.005 to 0.005.

In addition, each spectrum is accompanied by arAPOGEPEIXMASHKItmask that ags pixels that are
heavily a ected by noisy features. We mask pixels identi ed as erroneous using bitsSBADPIX CRPIX
SATPIX UNFIXABLEBADDARKBADFLATBADERRNOSKYPERSISTHIGH PERSISTMED PERSISTLOW
SIG.SKYLINE and SIG_ TELLURICcorresponding to binary digits O, 1, 2, 3, 4, 5, 6, 7, 9, 10, 11, 12,
and 13 respectively (Holtzman et al., 2015).

Bovy (2016) analyze the reported APOGEE uncertainties and nd that the supposedly uncorrelated
errors have signi cant correlations with neighboring pixels over ranges ten times larger than the reported
line-spread function (LSF). These correlations are potentially due to the continuum-normalization of
spectra. They also deduce that the errors are often underestimated by 10 to 20% and can scale up to
100% for several wavelength regions, especially those dominated by telluric absorption lines. Therefore,
care needs to be taken while using the reported errors in analyses.
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2.5 Dimensionality of spectra

High-resolution spectroscopic observations carry key information about stellar photospheres: stellar pa-
rameters and elemental abundances. To simultaneously infem = 10 to 40 parameters from the spectra,
we need to evaluate numerous photospheric models to ensure the parameter space is fully explored.
Traditionally, parameter space exploration is carried out using a grid of models. Such approaches scale
exponentially as O(2"). With such a large number of models to evaluate, computational speed is of the
essence. One approach to improve e ciency is to assume a one-dimensional, plane-parallel, static star
with Local Thermodynamic Equilibrium (LTE). While this assumption is acceptable from a theoretical
standpoint (and other considerations), it is ultimately an approximation that often fails in practice.

Newer approaches (e.g., Rix et al., 2016; Ting et al., 2019) result in increased e ciency of model
evaluation. However, any direct t to the spectra must deal with the complex systematics due to, e.g.,
continuum-normalization errors and persistence in the detector. As spectra are very high-dimensional
(often having thousands of pixels per spectrum), it is hard to separate the part of the data that has useful
information from the less useful parts, especially in the light of systematics. Therefore, disentangling
the component of spectral data space intrinsic to the stars from that due to systematics is an important
ingredient in modern analyses, which has not yet received much attention. In this paper, we focus on
this theme and extract the intrinsic spectral structure that embeds stellar parametric and abundance
information.

Our APOGEE sample includes 18933 spectra (refer to Section 2.4.1) and each spectrum has a
wavelength grid of 7214 pixels. The multi-element abundance variations in spectra are limited to certain
wavelength regions and are heavily correlated; moreover, stellar parameters have overall e ects on spectra
which have correlations with some of the abundances. Thus, the intrinsic dimensionality of spectra is
expected to be much smaller than 7214. Some studies attempt to characterize the intrinsic chemical
structure of spectra using inferred abundances, e.g., Ting et al. (2012b); Andrews et al. (2017) apply PCA
to reduce the dimensionality of a set of multi-element abundances. Issues associated with the inference
of abundances, however, have caused a shift towards the direct usage of spectra. For example, Price-
Jones & Bovy (2018) apply Expectation Maximized PCA (EMPCA) on a subset of APOGEE spectra
and nd that only 10 orthogonal dimensions are needed to maximally explain chemical information.
Ting & Weinberg (2021) demonstrate similar results by showing that at least 7 elemental abundances
are required to remove cross-element correlations in spectra.

While these studies somewhat agree on the number of dimensions, the actual dimensions are up for
debate. The reason for this argument is that noise and especially systematics in spectroscopic data make
dimensionality reduction non-trivial. PCA is one of the most commonly used dimensionality reduction
methods; it transforms data to orthogonal dimensions that are independent and removes collinearity
in data to avoid issues in regression problems (Jollie, 1986). However, as described in Section 2.3,
PCA is unable to distinguish between noise and intrinsic variance when the sample size is small and
is particularly susceptible to systematic biases. EMPCA too faces similar issues since it requires a
near-perfect noise model of the data to deal with systematics. Therefore, we use FPCA to reveal the
underlying structure of noisy spectra.
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Figure 2.10: Expectation Maximized Principal Components of the APOGEE stellar sample described
in Section 2.4.1. The panel shows the rst 10 EM PCs. Narrow, absorption-like features dominate the
rst four EM PCs. However, large-scale structure and broad, localized features become evident starting
PC 5, which we can attribute to systematics such as persistence in the detector, incorrect continuum
normalization, residual sky-emission and/or telluric absorption, etc. In contrast, the FPCs in Figure 2.9
show no signs of systematics (refer to Section 2.5.2 for more details).

2.5.1 Spectral FPCA dimensions

We follow the same procedure as in the case study (Section 2.3.2) to compute the FPCs of the APOGEE
spectral sample described in Section 2.4.1. The main di erence is that noN = 18933 and M = 7214.
We choose the number of basis function& = 50 for this sample using the stepwise variable selection
approach described in Section 2.3.4. To generate the basis of 50 model spectrae f 1;:::; 500, We
randomly select 50 spectra from the APOGEE spectral sample (refer to Section 2.4.1) and plug their
ASPCAP calibrated stellar parameter and abundance estimates into Equation 2.19. We then regress our
sample onto the basis functions using the weighted least squares criterion (Equation (2.5)). We mask
the ux values before regression using theAPOGEEIXMASKitmask described in Section 2.4.3; the mask
removes pixel-level instrumental noise, persistence regions, sky lines, and telluric lines in the spectra.

Given the functional representations of spectra, we compute the FPCs ( ). Figure 2.9 shows the
rst 10 of these FPCs and Figure 2.11 displays their percentage of explained-variance in a cumulative
fashion.
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Figure 2.11: Cumulative percentage of total variance explained by the rst 10 FPCs and EM PCs shown
in Figures 2.9 and 2.10 respectively. These are computed using eigenvalues as 100; 8] 2 [1;10]. The
maroon bars indicate the % explained by the corresponding FPC, ;( ), on the x-axis, whereas the
wheat bars indicate the cumulative % explained by all previous FPCs, 1( )to ; 1( ). The blue and
lavender bars explain the same information as the maroon and wheat bars respectively, but for the EM
PCs.

2.5.2 Interpretation of Principal Components

To evaluate the advantages of FPCA over classical PCA and EMPCA, we compare the FPCs shown in
Figure 2.9 with the PCs obtained using EMPCA on the same stellar spectral sample. EMPCA incorpo-
rates weights to handle noisy as well as missing data and computes PCs using the EM algorithm. In our
case, we downweight spectral data points based on the APOGEE uncertainties and thAPOGEEIXMASK
for which we use theempca implementation from Bailey (2012). We refer the reader to this paper, Price-
Jones & Bovy (2018), and references therein for more information on EMPCA and how it applies to
APOGEE spectra. Figure 2.10 shows the PCs obtained using EMPCA, which we refer to as EM PCs.

Figure 2.11 compares the % variance explained by the FPCs with that explained by the EM PCs.
The cumulative % explained by the rst 10 FPCs is 99%, whereas that explained by the rst 10 EM
PCsis 91%. As discussed in Section 2.3.2, the eigenvalues corresponding to FPCs are usually higher
than those corresponding to classical PCs or EM PCs because the former do not quantify variance due
to noise. By explaining only intrinsic variance in the data, FPCs capture physically expected patterns
with fewer components.

A visual inspection of Figure 2.9 informs us that narrow features dominate the FPCs and they do
not exhibit any large-scale trends. These narrow features mainly represent absorption lines in spectra
that occur at speci c wavelengths and their magnitudes indicate which lines are correlated or anti-

2https://github.com/sbailey/empca
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Figure 2.12: Modeling an M67 giant spectrum using the rst 10 FPCs. The top panel shows the
original spectrum and an overplotted reconstructed model. The bottom panel shows the residuals after
subtracting the model from the original spectrum along with a horizontal grey region that marks the
APOGEE base systematic uncertainty (0.5 %). The two horizontal regions in both the panels highlight
what FPCA does best: remove noise and generate missing (masked) data.

correlated. Essentially, the FPCs capture information in spectra corresponding to stellar parameter
and chemical abundance variations. In contrast, narrow absorption-like features dominate only the
rst few EM PCs in Figure 2.10 and large-scale structure becomes evident starting®?C 5. Speci cally,
PC 7, PC g, and PC g have signi cant large-scale trends in the blue detector (\chip") of APOGEE. This
detector ranges from 15,140 to 15,81@, and about one-third of this range is severely a ected by the
instrumental e ect superpersistence Persistence or its extreme case, superpersistence, is not uncommon
in APOGEE spectra, and the APOGEEIXMASkKnhasks regions a ected by it. However, even after masking
the persistence, we are still left with obvious persistence issues. These issues a ect EMPCA because
it cannot distinguish between signal variance and variance due to noise if the noise characterization is
imperfect (refer to Section 2.4.3). We thus observe persistence in our EM PCs similar to what we see in
Price-Jones & Bovy (2018), where they use EMPCA on a sub-sample of APOGEE giants after removing
stellar parametric trends using polynomial models; their EM PCs incorporate only chemical features,
whereas ours include stellar parametric e ects as well.

In addition to persistence, continuum-normalization systematics may also contribute to the large-
scale trends seen in the EM PCs. The EM PCs exhibit some localized features as well, which are
potentially due to instrumental e ects. For example, PC g and PC 1o have a broad feature at 16; 350
Aand PC ¢ to PCg display an upward or downward trend towards the end of the red detector. There
are also some strong absorption-like features iPC g and PC 1o which may be due to interfering sky
emission and/or telluric absorption features. The EM PCs in Price-Jones & Bovy (2018) show similar
features, where they use EMPCA on a sub-sample of APOGEE giants after removing stellar parametric
trends using polynomial models; their EM PCs incorporate only chemical features, whereas ours include
stellar parametric e ects as well.

While the above comparison shows that FPCA is capable of removing large-scale trends attributed
to instrumental noise, there is still the possibility that some features in the FPCs do not correspond
to stellar photospheric information. To this end, we take a closer look at the FPCs and interpret the
variations we see. Some of the absorption features in the FPCs are easy to identify, such as the wide
hydrogen Brackett lines around 15,725A, 16,100 A, 16,400 A, and 16,800 A(Shetrone et al., 2015).
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FPC Correlation (%) EM PC Correlation (%)

PC1 94.4 90.3
PC, 95.8 90.3
PC3; 87.8 75.8
PC 4 71.9 54.3
PCs 66.4 50.1
PCs 73.1 38.7
PC - 55.8 24.5
PCsg 8.6 0.7
PCq 25.5 7.8
PC 10 11.4 0.6

Table 2.2: Correlation percentages between FPCs in Figure 2.9 and the rst 10 classical PCs of mock
APOGEE spectra are compared with those between EM PCs (Figure 2.10) and classical PCs. FPCs are
more correlated with theoretically expected PCs than corresponding EM PCs, especiallfPC g, PC g,
and PC 1.

The FPCs also show narrow features around 15,273\, a known Diuse Interstellar Band (DIB) in
APOGEE spectra (Zasowski et al., 2015). However, we nd that the EM PCs have higher magnitudes
at 15,273 Athan FPCs; this suggests that FPCA has at least partially reduced the e ect of the DIB, a
non-photospheric feature.

We also analyze the FPCs quantitatively using two di erent approaches. First, we juxtapose the
FPCs with a synthetic spectrum and con rm that the narrow features in the FPCs do correspond to
absorption peaks in the spectrum; this comparison is similar to that in Price-Jones & Bovy (2018).
Second, we validate that the FPCs lter the intrinsic variations in spectra by correlating them with
classical PCs of a sample of mock APOGEE spectra. We generate this mock sample using the ASPCAP
calibrated stellar parameter and abundance estimates of our spectral sample. Table 2.2 displays the
correlations in percentage form ag100j, wherer is the Pearson correlation coe cient, along with the
percent correlations between the EM PCs and the classical PCs. The table indicates that the FPCs have
higher correlations with theoretically expected PCs than the EM PCs. It also highlights that the EM
PCs: PCg, PCy, and PC 19 have signi cantly low correlations with classical PCs, which validates our
visual inspection that noise dominates these EM PCs.

In Section 2.6, we use our FPCs to constrain the chemical homogeneity in the open cluster M67,
which further solidi es our argument that FPCA provides a good basis for dimensional reduction of
spectra.

2.5.3 Dimensionality reduction using FPCA scores

We obtain dimensionality reduced scoressc, of an APOGEE spectrum y, by projecting it onto the
FPCs j( ). We project using the EM algorithm to properly downweight masked and noisy regions of
Yn. Since we use a large sample of giant spectra for computing the FPCs, we expect that any stsimilar
to this sample can be projected onto the FPC basis. As an illustrative example, we project an M67
giant member spectrum (refer to Section 2.4.2) onto the FPCs, and optimize the number of dimensions
J based on the discussion in Section 2.3.4. We nd that 10 dimensions are required to explain total
variance up to the level of the base systematic error in APOGEE, and 50 dimensions are required to
include all information of the star while excluding measurement noise. This nding agrees with Figure
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2.11, which shows that the rst 10 FPCs explain 99% variance, with ¢ and 19 contributing negligible
variance. Therefore, we use 10 FPCs and compute a dimensionally reduced approximation of the M67
spectrum, which is shown as the \model spectrum” in Figure 2.12. This gure highlights a few features
of modeling using FPCA: (1) It is capable of detecting noise in data and removing it from the procedure
because it represents extrinsic variance (for e.g., the sky-blue region labeled \noise" shows variations in
the top panel, which are potentially due to the DIB at 15,273 A, and FPCA removes these variations as
is evident from the residuals in the bottom panel), and (2) it can impute masked regions of a spectrum
(e.g. the lavender region labeled \mask").

2.6 Application: Chemical Homogeneity of Open Cluster M67

In this section, we dimensionally reduce the spectra of open cluster M67 giant members using our FPCs
(refer to Section 2.4.2 for details of M67 members). We then compute stellar parameters and abundances
of these stars from the low-dimensional FPC scores and estimate the level of chemical homogeneity in
M67.

2.6.1 Introduction

Stars form in groups in Giant Molecular Clouds (GMCs) (Shu et al., 1987; Lada & Lada, 2003). Simula-
tions indicate that these clouds are well-mixed because of turbulent mixing (Feng & Krumholz, 2014), and
this implies that stars in clusters are chemically homogeneous at birth. However, core-collapse (Type
I1) supernovae can enrich the intracloud medium over timescales of a few Myrs. These enrichment
timescales are comparable to those of star-formation, which likely causes variations in birth chemistry.
Beyond birth chemistry, the chemical composition of stars evolves due to stellar atmospheric processes
such as deep, convective mixing and atomic di usion.

Several studies on the chemical abundances of open and globular clusters suggest homogeneity (e.g.,
De Silva et al., 2006, 2007a,b; Reddy et al., 2012; Ting et al., 2012a; Bovy, 2016; Poovelil et al., 2020).
In addition, Kos et al. (2021) demonstrate that the Orion complex, a nearby star-forming region, is
chemically homogeneous, which suggests that core-collapse supernovae from the old clusters did not
pollute the young clusters. However, many studies have found contradictory results. Observations show
that globular clusters have signi cant dispersion in their light element abundances (Briley et al., 1996;
Carretta et al., 2009; Meszaros et al., 2015). Abundances of main-sequence and turno stars in metal-
poor globular clusters show a lack of homogeneity (Korn et al., 2007; Lind et al., 2008; Nordlander et al.,
2012). Some studies have found signi cant inhomogeneities in M67 member stars and attributed them
to stellar evolution, particularly atomic diusion ( Onehag et al., 2014; Liu et al., 2019; Souto et al.,
2019).

The above stated disagreements are di cult to resolve due to instrumental e ects and theoretical
systematic biases in spectroscopic analyses. As described in Section 2.5, FPCA can tackle such issues
with spectral data. Using the low-dimensional space of FPCs, we can accurately and e ciently infer
surface abundances of stars in M67, and constrain the chemical homogeneity in the cluster.

One reason that determining whether or not open clusters like M67 are chemically homogeneous
is that if they are, that improves prospects for strong chemical tagging (Freeman & Bland-Hawthorn,
2002). Dissolved clusters within the Milky Way disk can be chemically tagged to their birth GMCs if
clusters have unigue chemical signatures that are homogeneous. Validating chemical homogeneity will
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thus allow us to map the detailed chemo-dynamical evolution of the Milky Way beyond our current
understanding (Price-Jones et al., 2020).

2.6.2 Likelihood-free Inference of Abundances

Likelihood-free Inference (LFI) refers to the inference of parameters of a statistical model which can
forward model data but whose likelihood function is intractable. Such stochastic models (also called
simulator-based models) provide exible ways to describe complex physical processes in astronomy;
however, the lack of their likelihood functions makes it dicult to infer model parameters given
observed datad since posterior Probability Distribution Functions (PDFs) p( j d) are estimated using
Bayes' rule

p(dj )p()
p(d) (2.20)
posterior / likelihood prior:

p( jd)=

Even though the exact evaluation of a likelihood is not possible, LFI approximates posterior PDFs using
simulated data.

Bovy (2016) develop a method using Approximate Bayesian Computation (ABC) (Tavae et al.,
1997), a traditional LFI technique, to estimate the initial abundance variation of 15 elements in open
clusters M67, NGC 6819, and NGC 2420. Evaluating the exact likelihood of stellar spectra requires
an accurate model of spectral noise that is unavailable (refer to Section 2.4.3) { this motivates the use
of ABC which estimates posterior PDFs using simulated data that match the observed data based on
an criterion. However, the drawback of ABC is that the number of simulations required dramatically
increases as ! 0, especially when the dimensionality of data is high. Therefore, they are infeasible
when the cost of simulation is even moderately expensive.

Sequential Neural Likelihood (SNL; Papamakarios et al., 2019; Lueckmann et al., 2019) is a newfree
LFI method through which one can sequentially train a exible conditional Neural Density Estimator
(NDE) to learn a likelihood using orders-of-magnitude fewer simulations than traditional ABC methods.
NDEs learn parametric approximations of complex likelihoods, whereas the sequential procedure adap-
tively acquires more simulations in the high posterior density region. SNL has successful applications
in several sciences and engineering elds; particularly interesting applications are those in cosmology
(Alsing et al., 2019).

SNL falls under the broader category of neural (-free) LFI for simulation-based models along with
methods like Sequential Neural Posterior Estimation (SNPE; Papamakarios & Murray, 2016; Lueckmann
et al., 2017) and Sequential Neural Ratio Estimation (SNRE; Hermans et al., 2020; Durkan et al., 2020).
SNPE directly approximates the posterior using NDEs, whereas SNRE uses neural-network-based clas-
si ers to estimate density ratios which are proportional to the likelihood. Learning the likelihood using
SNL instead of the posterior using SNPE is often easier, and has the advantage that the proposal (up-
dated prior in the sequential procedure) does not introduce bias into the approximation (Papamakarios
et al., 2019). Durkan et al. (2020) perform experiments to show that SNL also outperforms SNRE; they
highlight that SNRE is advantageous when the dimensionality of data is high since it uses a classi er
that takes the data as input rather than parameterizing a high-dimensional distribution.

The amount of data (simulations) required to perform density estimation grows exponentially as
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dimensionality increases, and this is generally referred to as theurse of dimensionality in machine
learning. Papamakarios (2019) illustrate this problem faced by density estimation using a simple exam-
ple. Due to the overall advantages of SNL over SNRE, we use it here along with FPCA dimensionality
reduction.

The goal is to infer the stellar parameters and abundances of each M67 giant star in our sample by
estimating its posterior PDF p( j dop), Where dgp is the observed APOGEE stellar spectrum (refer to
Section 2.4.2 for details of the sample). We use the inference procedure in Papamakarios et al. (2019),
with some modi cations introduced in Alsing et al. (2019). Figure 2.13 illustrates this procedure, which
we separately perform for each star. The inputs to this procedure are:

Model Parameter Prior

Te U(4000; 5500)
logg U(0; 4)
[Fe=H]; [N=H] Ui 1,1)

All other [X =H]  U( 0:5;0:5)

Table 2.3: Priors p( ) on the parameters = fT, ; logg; [X=H]g where X = fC, N, O, Na, Mg, Al, Si,
S, K, Ca, Ti, V, Mn, Fe, Ni g. These are used in the SNL procedure described in Section 2.6.2.

1. Simulator: S( )= PSM( )+ N (0; eop)
Generates an APOGEE spectrum given model parameters = fTe ; log gg[f [X=H] j X =
fC; N; O; Na; Mg; Al; Si; S; K; Ca; Ti; V; Mn; Ni; Fegg. We simulate using the PSM spectro-
scopic model discussed in Section 2.3.2 (Rix et al., 2016). To mimic noisy data, we add Gaussian
noise using the APOGEE reported uncertaintiese,y, of the observed spectrumdp,.

2. Initial Proposal : po( )= p( )
Speci es the initial proposal PDFs on model parameters. We use the uniform priors in Table 2.3
for the initialization.

3. Observed spectrum dgp
Corresponding mask and uncertainties mqp; €op
Provides the observed APOGEE spectrum of the M67 star whose parameters we want to infer.
We mask this spectrum based on the criteria described in Section 2.4.3, and use uncertainties from
the APOGEE catalog.

Given the above inputs, the inference procedure is run over multiple rounds tesequentially approxi-

we run the following steps (corresponding to the numbered boxes in Figure 2.13):

1. Samplef ,gn=1.n Where , B 1():
We sample a batch ofN model parametersf ,gn=1.n from the proposalp. 1( ).

2. Simulate fd,gn=1. n Whered, = S( ):
We then simulate spectrafd,gn=1. n corresponding to the sampled parameters ,,gn-1. n USING
the Simulator S( ).
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Figure 2.13: Graphical representation of Spectroscopic Inference using Sequential Neural Likelihood for
each M67 giant star used in this analysis (refer to Section 2.6.2).
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3. fdngn 7214 !'f thon 50 USing FPCA:
In order to perform fast inference using NDEs, we reduce the dimensionality of the simulated
spectrafd,gn 7214 from 7214 to 50 by projecting them onto the FPCs computed in Section 2.5.1.
We use the EM algorithm to incorporate the mask mg, and uncertainties eo, of the observed
spectrum in the projection. Using the same method, we dimesionally reduce the observed spectrum

dob ' tob.

4. Train NDEs g (tj ) to learn the likelihood:
Inspired by the ensembles in Alsing et al. (2019), we use a Masked Autoencoder for Distribution
Estimation (MADE; Germain et al., 2015) along with multiple Mixture Density Networks (MDN;
Bishop, 1994) to estimate an approximate likelihood; this incorporates multiple network architec-
tures for robust and accurate density estimation (Lakshminarayanan et al., 2017). We (re-)train
this ensemble on a total offN f ,;t,gsamples generated inrounds;®::;r. Section 2.6.3 provides
details of the NDEs and their training.

5. Estimate Posterior pr( jdon) / g (tobj )p( ): We estimate the desired posterior PDF @ ( j
dop) using the learned likelihood at the dimensionally reduced spectrung (topj ).

6. Update Proposal for round (r+1) g ( ):
The proposal controls what region of parameter space is sampled for learning the likelihoqa(d j ).
Since our aim is to estimate the posterior for aspeci ¢ observation, p( j dop), a proposal that is
concentrated in high posterior density regions will reduce the number of simulations required for the
inference. Therefore, the proposal for round +1 p; ( ) is set using the approximate posterior of the
previous round as P ( ] dop)p( ). This adaptive learning strategy is from Alsing et al. (2019);
it di ers slightly from Papamakarios et al. (2019) who set the proposal asp:( ) = Pr( j dop).

2.6.3 Implementation Details

To perform the SNL inference, we usepydelfi 3 (Alsing et al., 2019), a Python package based on
methods developed in Papamakarios et al. (2019); Lueckmann et al. (2019); Alsing et al. (2018). Using
this package, we create an ensemble of NDEs that learns the likelihood function of the M67 spectra.
The ensemble consists of up to 5 NDEs: a MADE with two hidden layers of 10 units each along with
a combination of 1, 2, 3, and 4 component MDNSs, each with two hidden layers made up of 15 units;
the activation functions for all the hidden layers are tanh. We tune the combination of MDNs for each
spectrum to ensure that the network architecture is robust despite varying signal-to-noise ratio and
masking of spectra.

We train the NDEs using the Adam(Kingma & Ba, 2015) stochastic gradient-based optimizer, with a
minibatch size of 100 and 0001 learning rate. We use 600 simulations in the rst round of SNL followed
by 300 simulations in each subsequent round. To prevent over tting, we employ early-stopping, i.e., we
compute the validation log likelihood over 10% of the simulations used in each SNL round, and stop
training if it does not improve after 10 epochs. We run the SNL procedure individually for the 28 giants
in our sample and nd that each of them converges within O(10%) simulations. Training and validation
loss help us track convergence.

3https://github.com/justinalsing/pydelfi
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Figure 2.14: Posterior PDF of stellar parameters T ;logg) and 15 elemental abundances (XH) of the
M67 giant star, 2M08511710+1148160, given its APOGEE spectrum is displayed as @iangle or corner
plot. The inner white contour represents the 68% credible interval, whereas the outermost boundary is at
95%. Dashed black lines represent the APOGEE estimated stellar parameters and chemical abundances
provided in the FPARAMNd FELEMIata elds respectively (refer to Section 2.4 for details of APOGEE
estimates). Marginal distributions are shown in the diagonal; some of them are highlighted using di erent
colors to draw attention towards the abundances we are interested in.
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Figure 2.15: Inferred marginal posterior PDFs of chemical abundances, [Fe/H], [Mn/H], [Si/H], [Al/H],
[Mg/H], [O/H], [N/H], [C/H], given APOGEE spectra of M67 giant stars (bottom eight panels). We
display the posterior distributions as violin plots with markers to indicate the median and the 68 %
credible interval, and are color-coded according to Figure 2.14. The distributions are compared with the
APOGEE FELEMts (refer to Section 2.4 for details of APOGEE ts). The top two panels show the
SNR and the percentage of masked pixels of the stars whose abundances have been inferred to give a
sense of which stars have noisy or heavily-masked spectra.
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